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Abstract
Modern applications increasingly demand both data confidentiality
and query integrity in SQL query answering. Zero-knowledge (ZK)
proofs address this by allowing a prover to demonstrate the correct
execution of SQL queries on private data without revealing the data
itself. However, efficiently proving multi-way joins poses a fundamen-
tal challenge rooted in a seemingly irreconcilable tension: existing
solutions need to materialize all intermediate results and use them
to perform the verification. Since intermediate join results are data-
dependent and thus privacy-sensitive, such solutions must further pad
every intermediate to the worst-case size. As a result, for the join query
involving 𝑘 relations, their verification requires executing a circuit
with the size of𝑂 (IN𝑘 ), where IN is the total input size, rendering
even modest multi-way joins (e.g., 𝑘≥3) computationally infeasible.

To address this issue, we present VPJoin, which resolves this
tension through a paradigm shift from proving-by-re-execution to
proving-by-correctness-verification: rather than materializing all in-
termediate join results, the prover supplies a more compact witness,
while the verification is done through lightweight structural checks.
For acyclic joins, we introduce the Oblivious Join Gate (OBJ), which
verifies semijoin-based reductions along a join tree and achieves
𝑂 (IN+OUT ) complexity, where OUT is the join result size. OBJ also
supports join-aggregate queries with the same cost, where OUT de-
notes the final aggregated output, by propagating tuple multiplicities
without materializing the full join. For cyclic joins, we develop the
Tree-Decomposed Join Gate (TDJ), which confines materializa-
tion to small clusters via tree decomposition while remaining fully
oblivious; optionally, applying DP-guided padding on top further re-
duces the intra-cluster padding cost in exchange for a quantified (𝜖,𝛿)
leakage of intra-cluster capacities. Experiments on TPC-H and graph-
pattern benchmarks show that VPJoin outperforms the state-of-the-art
by 5–18 orders of magnitude in proving time.
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1 Introduction
Organizations increasingly publish analytical results derived from
sensitive databases, including regulatory filings, public-health statis-
tics, and cross-organization analytics. A fundamental question arises:
how can a data holder convince external parties that a reported query
result is correct, computed faithfully over the committed dataset, with-
out revealing the underlying private records? Valid solutions to this
problem require two properties: verifiability (external parties can con-
firm the result was computed correctly) and privacy (the underlying
data records remain hidden during the verification). For example, a
government agency may publish unemployment statistics computed
from a private census database: external auditors need assurance that

the reported figures are accurate, yet must not gain access to any
individual record.

To achieve these goals, zero-knowledge (ZK) proofs [20, 22, 24,
30, 33, 37, 43] were introduced. In this setting, there are two parties: a
prover, who holds a private database𝐷 and claims a query𝑄 together
with its result𝑄 (𝐷), and a verifier, who seeks to be convinced that
the claim is correct without learning the underlying data. At a high
level, the prover first publishes a cryptographic commitment to 𝐷,
which binds all subsequent proofs to the same database instance. To
generate a proof, the prover constructs a private witness consisting of
the input database and auxiliary values needed to certify the compu-
tation. The relationships between this witness and the claimed result
are then encoded as an arithmetic circuit. Using the circuit and the
witness, the prover generates a proof 𝜋 , and the verifier checks 𝜋 to
confirm that𝑄 (𝐷) is indeed the correct output of𝑄 on the commit-
ted database𝐷, thereby ensuring verifiability. At the same time, the
cryptographic guarantees of zero knowledge ensure that 𝜋 reveals
nothing about𝐷 beyond the query result𝑄 (𝐷) itself, thereby preserv-
ing privacy. To maintain this guarantee, neither the circuit structure
nor the witness size, which directly affects the circuit, should leak
private information about the data. In terms of efficiency, verification
can often be performed in logarithmic time, while the main bottle-
neck lies in proof generation, whose cost is roughly linear in the
circuit size (see Section 3.2 for more details). Henceforth, we use
circuit complexity to refer to the cost of proof generation, since the
two are deterministically related and nearly linear.

Applying ZK proofs to query answering over relational databases
has been widely studied [26, 32, 53, 54]. Recent ZK database systems
such as ZKSQL [32] and PoneglyphDB [26] have demonstrated that
ZK proofs for single-table operations such as sort, range check, and
binary joins are efficient and practical. However, these works do not
efficiently support multi-way joins, despite the fact that multi-way
joins are fundamental to relational analytics and ubiquitous in prac-
tice. To date, all existing ZK database systems [26, 32] decompose
a 𝑘-way join into 𝑘−1 successive binary joins and supply every in-
termediate join result as part of the witness to the verification circuit.
To prevent privacy leakage through the witness size, which is pub-
licly revealed, these intermediate join results must be padded to their
worst-case sizes. This padding compounds multiplicatively across
the 𝑘−1 binary join steps, inflating the circuit size to𝑂 (IN𝑘 ), where
IN denotes the total size of the input database. As discussed above,
the proving time scales with circuit size, thus resulting in prohibitive
costs in practice. For example, for TPC-H Q3, which involves a 3-way
join, PoneglyphDB [26] estimates a proving time of more than 30
years; for Q8, which involves an 8-way join, the estimated proving
time exceeds 1013 years, far beyond the age of the universe (these
numbers are extrapolated estimates derived from circuit sizes without
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the schema constraints; Section 8 details the estimation methodology
and its assumptions.). This naturally leads to a fundamental question:

“Can multi-way joins be verified in zero knowledge without ma-
terializing all intermediate results, thereby avoiding the worst-case
circuit blowup?”

1.1 Our Results
In this paper, we answer this question affirmatively by presenting
VPJoin, which supports both acyclic and cyclic multi-way join
queries based on a simple yet powerful insight. As discussed earlier,
designing a ZK-proof implementation ultimately reduces to construct-
ing an efficient circuit that captures the relationship between the input
and the output. For multi-way joins, however, this relationship can
be expressed much more efficiently than by explicitly re-executing
every binary join step, as existing systems do, which forces all inter-
mediate join results into the witness in the first place. This paradigm
shift, from proving-by-re-execution (encoding each binary-join step
inside the circuit) to proving-by-correctness-checking (checking only
that the prover’s supplied result is correct), eliminates intermediate
materialization entirely.

Building on this insight, we first design the Oblivious Join Gate
(OBJ), a circuit to verify acyclic joins, i.e., joins whose join graph ad-
mits a tree structure, inspired by classical semijoin reductions along a
join tree [9, 48]. The high-level idea is that the prover splits each input
table into two groups, clean tuples (those that participate in the join re-
sult) and residual tuples (those that do not), and the circuit verifies that
this split is correct through several lightweight structural checks. Each
check scans the input tables and output join results at most a constant
number of times, yielding a total circuit complexity linear in the input
and output sizes, i.e.,𝑂 (IN+OUT ). Furthermore, we extend OBJ to
support projection, predicates, and aggregation on the join result, all
without materializing the full intermediate join results. The circuit
complexity remains 𝑂 (IN +OUT ), where OUT denotes the size of
the final aggregated output rather than the full join result. For cyclic
joins, our proposed OBJ does not work since it relies on the existence
of a join tree, which requires the query to be acyclic. To address this,
we propose the Tree-Decomposed Join Gate (TDJ), which reduces
a cyclic query to an acyclic one via tree decomposition [23, 28, 39]:
the relations are grouped into a small number of clusters such that,
at the inter-cluster level, each cluster acts as a single “super-relation”
and the clusters together form a join tree whose structure is acyclic,
so OBJ applies directly. This confines the intermediate blowup from
𝑂 (IN𝑘 ) for the original query to𝑂 (IN𝑤) within each cluster, where
𝑤 is the treewidth [23] (typically𝑤 ≤𝑘). However, these intra-cluster
intermediates are not true input relations but data-dependent materi-
alized results, so their sizes must be hidden to preserve privacy. By
padding each intra-cluster intermediate to its worst-case bound, TDJ
hides these sizes completely, so cyclic queries enjoy the same full
obliviousness guarantee as acyclic ones. TDJ itself uses no differen-
tial privacy. When full obliviousness is not required, one can further
apply differential privacy [15] on top of TDJ, setting each intra-cluster
capacity from a DP-guided bound instead of its worst-case bound. In
summary, this paper makes the following contributions:
• For acyclic join queries, we propose OBJ, which supports pro-

jection, predicates, and aggregation, all without materializing in-
termediate results. Compared with prior work whose circuit size

grows to𝑂 (IN𝑘+OUT ), OBJ achieves𝑂 (IN+OUT ) circuit com-
plexity, where OUT is the size of the final output. For aggregation
queries, OUT is the final aggregated output size rather than the
full join result. Notably, for aggregation queries, this means our
result also improves binary join-aggregate queries, from a circuit
complexity of𝑂 (IN 2+OUT ) to𝑂 (IN+OUT ).
• For cyclic joins, we propose TDJ, which extends OBJ to sup-

port cyclic join verification. First, through tree decomposition,
we achieve a circuit complexity of 𝑂 (IN𝑤 +OUT ), where 𝑤 is
the treewidth, usually much smaller than 𝑘 , while remaining fully
oblivious via worst-case intra-cluster padding. To further reduce
the overhead of IN𝑤 caused by padding part of intermediate results,
we additionally allow DP-guided padding to be applied on top,
achieving a better privacy–efficiency tradeoff.

• We conducted comprehensive experiments on five TPC-H and
four graph queries. Experimental evaluation shows that VPJoin
outperforms PoneglyphDB [26] by 8–18 orders of magnitude on
TPC-H and 5–15 on graph workloads, reducing Q8 proving time
from 1013 years to under 200 s.
The remainder of this paper is organized as follows. Section 2

surveys related work. Section 3 introduces preliminaries. Section 4
describes the problem setting. Section 5 presents the ZK proof prim-
itives used throughout. Section 6 details the OBJ gate for acyclic
joins. Section 7 extends to cyclic joins via TDJ, a fully oblivious
construction with an optional DP-guided relaxation. Section 8 reports
experimental results.

2 Related Work
Verifiable query processing ensures a result is correctly computed over
a committed database; the zero-knowledge (ZK) subset additionally
hides the underlying data from the verifier. Purely verifiable (non-ZK)
systems based on authenticated data structures [5, 17, 36, 42, 47, 56]
and query-authentication systems [7, 41, 52, 55] provide integrity
but expose the underlying data. Our work is in the ZK subset, where
the prover additionally hides the data. In this setting, vSQL [53, 54]
compiles relational operators into circuits verified via the GKR pro-
tocol [21]. ZKSQL [32] decomposes verification into operator-level
gadgets, improving modularity but requiring multiple rounds of
interaction and coupling the circuit to a fixed query plan. Poneg-
lyphDB [26] builds a practical non-interactive system on Halo2 [50,
51] with PLONKish arithmetization [19], supporting selections, pro-
jections, aggregations, sorting, and equi-joins. All of these systems
decompose multi-way joins into binary joins, materializing every in-
termediate inside the circuit. Because circuit sizes are public, interme-
diate sizes leak cardinality information; padding them to worst-case
sizes leads to an𝑂 (IN𝑘 ) blowup. VPJoin eliminates this problem: its
witness-guided verification never materializes intermediates, achiev-
ing𝑂 (IN+OUT ) for acyclic queries, and confining materialization to
small clusters for cyclic ones, which remain fully oblivious by default.

Beyond the ZK setting, Secure Yannakakis [46] and SPECIAL [45]
use the semijoin reduction strategy in multi-party computation (MPC),
but rely on heavy cross-party primitives (PSI [34, 38], garbled cir-
cuits [49]) that do not translate efficiently into ZK circuits. Our single-
prover model differs fundamentally: it produces publicly verifiable
proofs with circuit size as the dominant cost.
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3 Preliminaries
3.1 Notations
A database 𝐷 = {𝑅1,𝑅2, ... ,𝑅𝑘 } is a finite collection of 𝑘 relations
over a universe of attributesV =

⋃︁𝑘
𝑖=1attr(𝑅𝑖 ), where attr(𝑅𝑖 ) is the

schema of 𝑅𝑖 and each attribute 𝐴 ∈ V draws values from a finite
domain Dom(𝐴). A tuple over an attribute set 𝐹 ⊆V is an element
in Dom𝐹 :=

∏︁
𝐴∈𝐹Dom(𝐴), and each relation 𝑅𝑖 is a finite multiset of

tuples over attr(𝑅𝑖 ). For 𝑡 ∈𝑅𝑖 and 𝐹 ⊆ attr(𝑅𝑖 ), we write 𝑡 [𝐹 ] for the
restriction of 𝑡 to 𝐹 . The cardinality of 𝑅𝑖 is denoted |𝑅𝑖 |, and the total
input size is IN =

∑︁𝑘
𝑖=1 |𝑅𝑖 |. Following prior work [26, 32], we assume

each |𝑅𝑖 | (and hence IN =
∑︁
𝑖 |𝑅𝑖 |) is public.1

We associate each query with a join hypergraphH = (V,E), whose
vertices are the attributes inV and whose hyperedges 𝐹𝑖 :=attr(𝑅𝑖 ) ∈E
are the schemas of the input relations. A join tree ofH is a separate
tree𝑇 (not equal toH ) whose nodes are in one-to-one correspondence
with the input relations {𝑅1,...,𝑅𝑘 } (equivalently, with the hyperedges
ofH ) and which satisfies the running-intersection property [9]: for
every attribute𝐴∈V, the nodes whose relations contain𝐴 induce a
connected subtree of𝑇 . A query is acyclic if its hypergraph admits
a join tree, and cyclic otherwise. We fix an arbitrary root of𝑇 and de-
note each tree edge as a parent–child pair (𝑃,𝐶) with shared attributes
𝐾𝑃𝐶 :=attr(𝑃)∩attr(𝐶).

The projection of a relation 𝑅 onto an attribute set 𝐹 ⊆ attr(𝑅) is

𝜋𝐹 (𝑅) = {𝑡 [𝐹 ] | 𝑡 ∈𝑅},
i.e., the set of distinct restrictions of𝑅’s tuples to 𝐹 . In addition, we use
𝑅≡𝑆 to denote multiset equality: 𝑅 and 𝑆 contain the same tuples with
the same multiplicities, which is strictly stronger than set equality.

The natural join of 𝑅1, ... ,𝑅𝑘 is the set of tuples over V whose
projection onto each schema attr(𝑅𝑖 ) is a tuple of 𝑅𝑖 :

𝐽 (𝐷) :=𝑅1 ⊲⊳𝑅2 ⊲⊳ ··· ⊲⊳𝑅𝑘 =
{︁
𝑡 ∈DomV

��𝜋attr(𝑅𝑖 ) (𝑡) ∈𝑅𝑖 for all 𝑖 ∈ [𝑘]
}︁
.

Equivalently, two tuples 𝑡 ∈𝑅𝑖 and 𝑠 ∈𝑅 𝑗 combine when they agree on
their shared attributes𝐾𝑖 𝑗 :=attr(𝑅𝑖 )∩attr(𝑅 𝑗 ), i.e., 𝑡 [𝐾𝑖 𝑗 ]=𝑠 [𝐾𝑖 𝑗 ].

The semijoin and antijoin, used to isolate matching and non-
matching tuples along a single join edge, are defined for any 𝑖≠ 𝑗 as

𝑅𝑖⋉𝑅 𝑗 ={𝑡 ∈𝑅𝑖 | ∃𝑠 ∈𝑅 𝑗 :𝑡 [𝐾𝑖 𝑗 ]=𝑠 [𝐾𝑖 𝑗 ]},
𝑅𝑖▷𝑅 𝑗 ={𝑡 ∈𝑅𝑖 | ∀𝑠 ∈𝑅 𝑗 :𝑡 [𝐾𝑖 𝑗 ]≠𝑠 [𝐾𝑖 𝑗 ]}.

Finally, we consider aggregation on top of a join, as is common
in analytical SQL queries. For a grouping attribute set 𝐺 ⊆ V and
an aggregation attribute𝐴 ∈V (or the wildcard𝐴=∗, which repre-
sents “no attribute” and yields the SQL semantics of COUNT(*)),
the aggregation operator𝛾𝐺 ;f (𝐴) groups its input by𝐺 and computes
an aggregate f ∈ {COUNT,SUM,AVG, ...} over 𝐴 within each group,
returning one tuple per distinct group value. Applied to the join result
𝐽 (𝐷), the join-aggregate query result is

𝐽agg (𝐷) :=𝛾𝐺 ;f (𝐴)
(︁
𝐽 (𝐷)

)︁
. (1)

If𝐺 =∅, 𝐽agg (𝐷) collapses to a single scalar.
We use OUT to denote the size of the final query result returned

to the verifier, and express all complexity bounds in this paper in IN
and OUT . For a plain join, OUT = |𝐽 (𝐷) | is the number of join tuples.
For a join-aggregate query, OUT = |𝐽agg (𝐷) | is the number of distinct
groups, which can be orders of magnitude smaller than |𝐽 (𝐷) | since
1If the data size is itself sensitive, the prover can pad each relation with dummy tuples
and publish only the padded size.

many join tuples may collapse into the same group. A central feature
of our design is that the proof cost scales with the final OUT rather
than the full join size |𝐽 (𝐷) |, even when the two differ substantially.

3.2 Zero-Knowledge Proofs
Zero-knowledge (ZK) proofs [22] allow a prover to convince a verifier
that a public statement is true without revealing any additional infor-
mation beyond the validity of the statement itself. In this work, we use
zero-knowledge Succinct Non-interactive Arguments of Knowledge
(ZK-SNARKs) [19, 24], which provide three standard guarantees:
• Completeness. An honest prover can prove a true statement.
• Soundness. A dishonest prover cannot prove a false statement ex-

cept with negligible probability.
• Zero-knowledge. The verifier learns nothing beyond the statement.

At a high level, a ZK-SNARK proves that there exists a private wit-
ness satisfying a public set of constraints for a given public statement.
The witness consists of the hidden information needed to justify why
the statement is true; depending on the application, it may include
secret inputs, intermediate values, or an execution trace of the compu-
tation being certified. To enable verification, the target computation is
encoded as an arithmetic circuit. The circuit is a public object that spec-
ifies how the witness and the public statement must relate. In practice,
its constraints are represented as low-degree polynomial equations,
each of which evaluates to zero if and only if the witness corresponds
to a valid execution of the computation. The prover then generates a
proof that there exists a witness satisfying all these constraints, with-
out revealing the witness itself. This is just an abstract description of
a general ZK proof implementation. In the next section, we describe
in detail how to implement this process for our problem setting.

4 Problem Definition
In this work, we focus on queries 𝑄 consisting of multi-way joins,
predicates, projection, and aggregation applied to the join result. Our
target is to propose a ZK proof implementation that verifies multi-way
join queries in a privacy-preserving manner.

4.1 Workflow
To solve the above problem, we handle each query through the follow-
ing workflow. Here, we use the ZK-SNARK system, and our target
is to prove that the claimed query result was computed correctly from
a given input database.

Step 1 Data Commitment: Before answering any queries, the
prover publishes a cryptographic commitment using the Inner Product
Argument (IPA) protocol [10],𝐶𝑜𝑚𝑚𝑖𝑡 (𝐷), which binds all subse-
quent proofs to a single input database. The details are presented in
Appendix A.

Step 2: Proof Generation: When query𝑄 arrives, the prover pub-
lishes 𝑄 (𝐷). At the same time, the prover generates and publishes
a proof showing that the claimed result was derived from the data-
base committed to by𝐶𝑜𝑚𝑚𝑖𝑡 (𝐷). This verification is typically not
a single-step process. Instead, it often depends on additional inter-
mediate values that help link the committed database to the claimed
final output. These intermediate values, together with the private
input database, are collectively called the witness. Importantly, the
witness must remain hidden from the verifier. To make verification
possible, the intended computation is encoded as an arithmetic circuit
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which specifies the relationships among the witness, the committed
database, and the claimed result. The prover then generates a proof
that there exists a private witness such that all circuit constraints are
satisfied with respect to the committed database and the claimed out-
put, without revealing the witness itself. In practice, these constraints
are represented as low-degree polynomial equations, each of which
evaluates to zero if and only if the witness corresponds to a correct
execution of the computation that produces the claimed result. This
can be done by running an existing ZK-SNARK system, specifically
Halo2 [50], over the designed circuit and witness.

Step 3: Proof Verification: By checking that these equations are
satisfied, the verifier can efficiently validate the correctness of the
claimed result with logarithmic running time.

4.2 Threat Model and Security Guarantees
We consider a mutually distrustful setting between the prover and the
verifier, which gives rise to three threats: (i) the prover may answer
queries using a fabricated or modified database rather than the one it
originally committed to; (ii) the prover uses the committed database
but returns an incorrect query result; and (iii) a curious verifier may
attempt to infer information about the private database beyond what
is intentionally revealed by the query result.

Threat (i) is addressed by the database commitment: every subse-
quent proof is generated with respect to𝐶𝑜𝑚𝑚𝑖𝑡 (𝐷), preventing the
prover from silently switching to a different database without causing
verification to fail. Threat (ii) is addressed by the standard security
properties of ZK-SNARKs, which are inherited by our Halo2 [50]
instantiation [11, 51]. To defend against Threat (iii), since the circuit
is publicly visible, we require it to be oblivious, meaning that its size
and structure should not leak any information about the database.
Under this condition, once the proof is generated by ZK-SNARKs
(Halo2 in our implementation), the zero-knowledge property of ZK-
SNARKs [22] guarantees that the proof will not leak any information
besides the query results.

4.3 Problem Reduction
We now analyze the running time of the above workflow. The prover
can compute the data commitment (Step 1) in linear time [19], and the
verifier can verify the proof (Step 3) in logarithmic time [12]; see Ap-
pendix A for the details. As a result, the main bottleneck lies in proof
generation (Step 2). In this step, when the prover uses Halo2 [50]
to generate a proof over the circuit and witness, the running time is
roughly linear in the circuit size. In this paper, we treat the underlying
cryptographic procedures of generating proofs from circuits as black
boxes and defer the details to Appendix A. As a result, the remain-
ing task is to design a circuit that is (1) oblivious and (2) efficiently
encodes the relationship between the input and the claimed output.

Designing such a circuit for multi-way joins, however, is non-
trivial. Existing ZK database systems decompose a multi-way join into
a sequence of binary joins and include every intermediate join result
in the witness. Because each witness value must occupy circuit cells
and be enforced by constraints, witness size and circuit size are tightly
coupled. Therefore, reducing proving time requires reducing the wit-
ness size as well, which turns the problem into designing an oblivious
circuit that avoids materializing large intermediate join results.

5 ZK Proof Primitives
With the problem setting and privacy model established, we now
describe the ZK proof primitives that serve as building blocks for our
join-verification circuits. Our cryptographic backend is Halo2, whose
setup and proof-complexity model are detailed in Appendix A.

5.1 PLONKish Arithmetization
We briefly review PLONKish arithmetization; see [26] for details
and Appendix B for an example. A PLONKish circuit is a rectan-
gular matrix with three column types: fixed columns, which store
circuit-defined constants such as selectors; advice columns, which
hold private witness values assigned by the prover; and instance
columns, which contain public inputs and outputs. Because our join-
verification logic mainly uses advice columns, we write columns to
mean advice columns unless stated otherwise.

Computation is enforced by two kinds of constraints. Gate con-
straints are low-degree polynomials over the columns that must vanish
on each row; selector columns activate different gate types on different
rows, allowing heterogeneous operations in one circuit. Copy con-
straints enforce equality across cells via a permutation argument [19],
linking outputs of one gate to inputs of another. The prover assigns
the advice columns to form an execution trace, and the proof certifies
that all constraints hold without revealing the trace.

We use gate in a slightly broader sense than a single constrained
row: a gate is a reusable sub-circuit implementing one logical opera-
tion, such as a range check, lookup, or semijoin check. Larger circuits
are built by composing such gates, and total circuit size is the sum of
the costs of all instantiated gates.

REMARK 1. A ZK-SNARK circuit does not do computation. The
prover computes it off-circuit and supplies it as private witness, and
the circuit only verifies that the input, the witness, and the claimed
output are consistent. Every gate in this paper is stated in that form,
so its cost is the cost of checking a claim rather than of producing it.

5.2 Lookup Arguments and Derived Gates
Lookup arguments [18, 27] allow proving that every element of a
private witness column 𝑃 belongs to a public table𝑄 . In this paper,
we use the Plookup protocol [18], whose core is a permutation argu-
ment: a proof that one column of 𝑛 rows is a reordering of another.
Three steps make this argument certifiable in𝑂 (𝑛) constraints without
revealing the reordering.
Supplying the reordering. By Remark 1, the prover computes the
reordered column 𝑃 ′ off-circuit and supplies it as a witness column.
Representing the permutation 𝜎 itself would take Θ(𝑛 log𝑛) infor-
mation, and generating 𝑃 ′ in-circuit is what would cost that much,
whereas merely linking 𝑃 and 𝑃 ′ does not.
Linking 𝑃 and 𝑃 ′ by a grand product. A permutation maps row 𝑖

to a different row 𝑗 = 𝜎 (𝑖), so no row-by-row identity can link the
two columns. A grand product removes the row indices from the
picture: two size-𝑛 columns are reorderings of each other exactly
when

∏︁
𝑖 (𝑋 +𝑃𝑖 ) =

∏︁
𝑖 (𝑋 +𝑃 ′𝑖 ) as polynomials in 𝑋 , since the prod-

uct ranges over all rows and is invariant to the order of its factors.
Checking this identity at a random challenge 𝑋 costs two length-𝑛
grand products, i.e.,𝑂 (𝑛) constraints, and by the Schwartz–Zippel
lemma [40] it fails with probability at most 𝑛/|F|, where F is the
255-bit scalar field our circuits are defined over. This is the standard
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shuffle argument [8, 35]: the same identity underlies the permutation
and lookup techniques of PLONK [19], Plookup [18], Halo2 [50],
and the prior ZK database systems vSQL [53] and ZKSQL [32].
From multiset equality to subset. The subset predicate that lookups
need, 𝑃 ⊆ 𝑄 , adds one constraint per row. In addition to 𝑃 ′ the
prover supplies 𝑄 ′, a reordering of the table 𝑄 , again off-circuit;
both columns occupy the same circuit height 𝑛, the lookup column
and the table each padded with a reserved sentinel, the form Halo2’s
lookup argument uses [50]. The grand product above extends to both
pairs at once, ∏︂

𝑖

(𝑃𝑖+𝛼) (𝑄𝑖+𝛽)=
∏︂
𝑖

(𝑃 ′𝑖 +𝛼) (𝑄 ′𝑖 +𝛽), (2)

where 𝑖 ranges over all row indices and 𝛼,𝛽 are random challenges,
which certifies that 𝑃 ′ and 𝑄 ′ are reorderings of 𝑃 and 𝑄 . What re-
mains is the lookup relationship itself. The prover arranges 𝑃 ′ with
equal values adjacent and aligns𝑄 ′ to it, so that the first occurrence of
each value in 𝑃 ′ faces a matching table entry, and the circuit imposes
𝑃 ′0=𝑄

′
0 and (𝑃 ′𝑖 −𝑄 ′𝑖 ) (𝑃 ′𝑖 −𝑃 ′𝑖−1)=0 for every 𝑖. At each row the second

constraint forces either 𝑃 ′𝑖 =𝑃
′
𝑖−1, the value repeats the preceding one,

or 𝑃 ′𝑖 =𝑄
′
𝑖 , a newly occurring value matches an entry of𝑄 ′; starting

from 𝑃 ′0=𝑄
′
0, every distinct value of 𝑃 ′, and hence every value of 𝑃 ,

therefore appears in𝑄 , at𝑂 (1) per row.
For large domains (e.g., 64-bit integers), a decomposed strategy

splits each value into 𝑡 = ⌈𝐵/𝑏⌉ chunks of𝑏 bits and checks each chunk
against a small table of size 2𝑏 , making the number of constraints
independent of the domain size 2𝐵 . Building on lookup arguments,
we employ two derived gates used throughout this work:
• Range Check [25, 26]. Verifies that a value in a column lies within
[0, 2𝐵) using the decomposed lookup strategy described above.
Each value is split into 𝑡 = ⌈𝐵/𝑏⌉ chunks of 𝑏 bits, and each chunk
is checked against a lookup table of size 2𝑏 .
• Sort [26]. Verifies that the values in a column are in non-decreasing

order by computing consecutive differences 𝑑𝑖 = 𝑥𝑖+1 − 𝑥𝑖 and
applying a range check to enforce 𝑑𝑖 ≥0.
These primitives serve as the foundation for the Oblivious Join

Gate presented in Section 6.

6 OBJ: Efficient Verification for Acyclic Joins
The core challenge for join verification is to certify the query result
without materializing any intermediate join inside the circuit, since
each materialized intermediate must be padded to its worst-case bound
to achieve obliviousness, leading to prohibitive circuit sizes of𝑂 (IN𝑘 )
for a 𝑘-way join. Our insight is that an acyclic multi-way join can be
decomposed via semijoin reductions along a join tree, and each re-
duction can be verified independently with a linear-cost circuit check.
Rather than re-executing the join, the prover splits each input table into
clean tuples (those participating in the join result) and residual tuples
(those that do not), and the circuit verifies this split through lightweight
structural checks without materializing intermediate join results.

In this section, we propose Oblivious Join Gate (OBJ), which
achieves efficient verification for acyclic joins, and build it up from
the local building block to the full query. We begin in Section 6.1 with
a semijoin gate: for a single edge (𝑅𝑖 ,𝑅 𝑗 ) of the join tree, it certifies
that the prover has correctly separated𝑅𝑖 into clean and residual tuples
with respect to𝑅 𝑗 . This gate has linear cost𝑂 (IN ) and serves as the ba-
sic module for the rest of the section. Building on it, Section 6.2 states

what an OBJ must certify and gives a direct Two-Pass OBJ that is sim-
ilar to the classical bottom-up/top-down semijoin reduction [9, 48].
We then presents a more efficient One-Pass OBJ (Section 6.3), in
which the prover directly supplies the final clean/residual split so the
circuit only has to certify it, on two building blocks introduced there,
indexed relations and multiplicity propagation. Section 6.4 computes
aggregates over the clean relations by reusing the multiplicity prop-
agation, and Section 6.5 covers the final join enumeration for plain
joins, which reuses both building blocks.

6.1 Semijoin Gate
We start with the fundamental building block of OBJ: a gate that certi-
fies, for a single join-tree edge, that the prover’s claimed partition of a
relation into clean and residual tuples is correct. Once this linear-cost
gate is available, the full OBJ is obtained by composing one instance
per tree edge.

Consider one edge (𝑅𝑖 ,𝑅 𝑗 ) of a join tree with shared join attributes
𝐾𝑖 𝑗 =attr(𝑅𝑖 )∩attr(𝑅 𝑗 ). The prover claims that two witness tables 𝑅′𝑖
and𝑅′′𝑖 realize the exact semijoin/antijoin split of𝑅𝑖 with respect to𝑅 𝑗 :

𝑅′𝑖 =𝑅𝑖⋉𝑅 𝑗 , 𝑅′′𝑖 =𝑅𝑖▷𝑅 𝑗 . (3)

The gate should certify this claim without recomputing the semijoin
inside the circuit. We specify each gate in this paper by three factors:
the private witness (what secret data the prover supplies), the output
(what the gate certifies for downstream use within the circuit), and
the verification target (what property the circuit constraints enforce).

DEFINITION 1 (SEMIJOIN GATE). Fix one directed edge (𝑅𝑖 ,𝑅 𝑗 )
of a join tree𝑇 and its shared join attributes𝐾𝑖 𝑗 . We define the semijoin
gate SJ𝑖→𝑗 through the following three factors:

• Private witness. The tuples of 𝑅𝑖 and 𝑅 𝑗 , together with the prover-
supplied partition (𝑅′𝑖 ,𝑅′′𝑖 ).
• Output. A certified partition (𝑅′𝑖 ,𝑅′′𝑖 ), where 𝑅′𝑖 is the kept part and
𝑅′′𝑖 is the residual part. This output is usually consumed by later
gates rather than exposed directly to the verifier.
• Verification target. The gate certifies (3), i.e., that (𝑅′𝑖 ,𝑅′′𝑖 ) is exactly

the semijoin/antijoin split of 𝑅𝑖 with respect to 𝑅 𝑗 . Equivalently,
the witness must satisfy three semantic conditions: (i) conserva-
tion of 𝑅𝑖 across (𝑅′𝑖 ,𝑅′′𝑖 ), (ii) membership of 𝑅′𝑖 ’s keys in 𝑅 𝑗 , and
(iii) non-membership of 𝑅′′𝑖 ’s keys in 𝑅 𝑗 , formalized respectively as:

𝑅𝑖 ≡𝑅′𝑖 ⊎𝑅′′𝑖 , (4)

𝜋𝐾𝑖 𝑗 (𝑅′𝑖 ) ⊆𝜋𝐾𝑖 𝑗 (𝑅 𝑗 ), (5)

𝜋𝐾𝑖 𝑗 (𝑅′′𝑖 )∩𝜋𝐾𝑖 𝑗 (𝑅 𝑗 )=∅. (6)

Design idea. Our target is to certify 𝑅′𝑖 =𝑅𝑖⋉𝑅 𝑗 and 𝑅′′𝑖 =𝑅𝑖▷𝑅 𝑗 with-
out ever computing the semijoin inside the circuit. Our insight is that
these two equalities jointly decompose into three weaker structural
conditions that together imply them: conservation of𝑅𝑖 (no tuples lost
or fabricated), membership of 𝑅′𝑖 ’s keys in 𝑅 𝑗 , and non-membership
of 𝑅′′𝑖 ’s keys in 𝑅 𝑗 . Each of these is linear-cost to check, and together
they leave no cheating strategy: a joinable tuple hidden in 𝑅′′𝑖 would
violate non-membership, a fabricated tuple in 𝑅′𝑖 would violate con-
servation, and a non-joinable tuple in 𝑅′𝑖 would violate membership.
The gate therefore reduces two quadratic-looking equality checks to
three linear-cost structural checks.
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Realization. The prover locally computes the partition (𝑅′𝑖 ,𝑅′′𝑖 ) and
supplies it directly as witness columns. Since the partition is exhaus-
tive, the combined size |𝑅′𝑖 |+ |𝑅′′𝑖 |= |𝑅𝑖 | is determined solely by the
public input size. The circuit then enforces the three verification con-
ditions (4), (5), and (6) from the Verification target of Definition 1
using three checks.

• Conservation Check (permutation argument) realizes (4). By treat-
ing the concatenation 𝑅′𝑖 ∪𝑅′′𝑖 as a single virtual column and check-
ing via the permutation argument ((2)) that it is a permutation of 𝑅𝑖 ,
the circuit enforces multiset equality, guaranteeing that no tuples are
fabricated or dropped. This check contributes𝑂 (IN ) constraints.
• Membership Check (lookup argument) realizes (5). Treating the

key column of 𝑅′𝑖 as the witness and the key column of 𝑅 𝑗 as the
reference table, the lookup argument enforces 𝜋𝐾𝑖 𝑗 (𝑅′𝑖 ) ⊆𝜋𝐾𝑖 𝑗 (𝑅 𝑗 ),
proving that every kept tuple has a matching key in 𝑅 𝑗 . This check
contributes𝑂 (IN ) constraints.
• Non-Membership Check (merge-and-sort) realizes (6). A lookup

argument cannot directly prove that a value is not in a table, so
we use a merge-and-sort strategy: (1) the prover merges both key
columns into one and provides a sorted permutation of the merged
sequence as witness; (2) a permutation argument verifies that the
sorted sequence is a rearrangement of the merged keys; (3) a sort
gate verifies non-decreasing order; and (4) a local gate constraint
checks that no two adjacent elements from different sources are
equal. If the sorted merged sequence has no equal adjacent pair
from the two sources, the key sets must be disjoint. This check
contributes𝑂 (IN ) constraints.

Since lookups and permutation arguments operate on single-column
values, multi-attribute tuples are first compressed to one field element
per tuple. Putting the pieces together, the semijoin gate has linear cost
𝑂 (IN ): the witness layout allocates |𝑅𝑖 | rows at no constraint cost,
and each of (4), (5), (6) contributes𝑂 (IN ) constraints. The detailed
constant-factor breakdown appears in Appendix G.2.

6.2 From Semijoin Verification to Two-Pass OBJ
With the semijoin gate in hand, we can now move from local ver-
ification to whole-query verification. The goal is no longer just to
certify one local split 𝑅𝑖 = 𝑅′𝑖 ∪𝑅′′𝑖 on a single edge, but to certify
that the collection of all reduced (“clean”) relations across the whole
join tree forms the fully reduced instance of the acyclic query. OBJ
accomplishes this by arranging semijoin checks along a join tree and
treating the clean relations as a compact witness for the final result.

DEFINITION 2 (OBLIVIOUS JOIN GATE (OBJ)). Fix an acyclic
join query together with a join tree𝑇 . We define the Oblivious Join
Gate through the following three factors:

• Private witness. The input relations R={𝑅1,...,𝑅𝑘 }, together with
prover-supplied auxiliary data. We will present two realizations of
the OBJ, each with its own witness layout, so the detailed witness
is left abstract here and specified per realization.
• Output. The certified clean instance R𝑐 ={𝑅𝑐1,...,𝑅𝑐𝑘 }, where each
𝑅𝑐𝑖 ⊆𝑅𝑖 contains exactly the tuples of𝑅𝑖 that participate in the global
join; by complement, the residual relations are R𝑟 = {𝑅𝑟1, ...,𝑅𝑟𝑘 }
with 𝑅𝑟𝑖 =𝑅𝑖 \𝑅𝑐𝑖 . As with the semijoin gate, R𝑐 is consumed within
the circuit: the final join result or aggregate is computed from R𝑐
after the gate has certified it.

• Verification target. The gate certifies that R𝑐 is the fully reduced
instance of the acyclic query: it removes every dangling tuple and
keeps exactly those tuples that can be extended to at least one global
join result. Since we will present two realizations of the OBJ, each
with its own set of concrete verification conditions, we specify these
conditions per realization rather than here.

The definition fixes only the input/output contract: given R, the
gate must output a clean instance R𝑐 that equals the fully reduced
instance of the query. It does not prescribe howR𝑐 is produced or how
many semijoin gates are invoked internally; any circuit that certifies
this contract qualifies as an OBJ realization. Semijoin gates supply
the local edge-level checks, and the realization chooses how to com-
pose them along 𝑇 . This subsection and the next present two such
realizations: a direct Two-Pass OBJ that closely follows the classical
bottom-up/top-down semijoin reduction along the join tree𝑇 , and a
more efficient One-Pass OBJ that takes advantage of prover-supplied
final clean/residual partitions.

6.2.1 Two-Pass OBJ. We start from the classical semijoin reduc-
tion [48] for acyclic queries. Given a join tree𝑇 with an arbitrary root,
the algorithm performs two in-place semijoin passes: a bottom-up
pass that, for each edge (𝑃,𝐶) processed from leaves to root, replaces
the parent by 𝑃← 𝑃 ⋉𝐶, so that after the pass the root retains only
tuples with a matching combination in every descendant subtree;
and a top-down pass that, for each edge (𝑃,𝐶) processed from root
to leaves, replaces the child by 𝐶 ← 𝐶 ⋉ 𝑃 on the already-reduced
parent, so that every relation retains only tuples extendable to at least
one global join result. We adapt this algorithm to the ZK setting by
replacing each in-place semijoin with one invocation of the semijoin
gate of Section 6.1. Concretely: (i) for every tree edge we invoke a
semijoin gate in the bottom-up pass and another in the top-down pass,
yielding 2(𝑘−1) gate invocations that jointly certify the clean relations
{𝑅𝑐1,...,𝑅𝑐𝑘 }; and (ii) a final pairwise consistency check across all edges
certifies that the clean relations agree on their shared keys, ruling out
the corner case where two edges are each individually consistent but
jointly inconsistent. The circuit never recomputes a semijoin; it only
verifies prover-supplied partitions edge by edge.
Realization. We compose semijoin gates along all edges of the join
tree𝑇 to verify the full acyclic join 𝑅1 ⊲⊳ ... ⊲⊳𝑅𝑘 in two passes.

In the bottom-up pass, we process edges from leaves to root, apply-
ing a semijoin gate for each edge (𝑃,𝐶) to reduce the parent: 𝑃←𝑃⋉𝐶.
After processing all children of a node, that node retains only tuples
that have a match in every descendant subtree. For instance, in a tree
rooted at𝑅2 with children𝑅1 and𝑅3 (as in Example 6.1), the bottom-up
pass reduces 𝑅2 by 𝑅1 and then by 𝑅3, yielding the reduced root 𝑅𝑐2 .

In the top-down pass, starting from the fully reduced root, we prop-
agate the reduction outward. For each edge (𝑃,𝐶) processed from root
to leaves, we apply a semijoin gate to reduce the child: 𝐶←𝐶 ⋉𝑃 ,
where 𝑃 is the already-reduced parent. This filters each relation by
its reduced parent, ensuring global consistency across all tree edges.
Across the two passes, every input relation 𝑅𝑖 is split into the final
clean part 𝑅𝑐𝑖 and the global residual 𝑅𝑟𝑖 =𝑅𝑖 \𝑅𝑐𝑖 ; 𝑅𝑟𝑖 aggregates all
tuples of 𝑅𝑖 discarded by the semijoin gates on edges incident to 𝑅𝑖 .

After both passes produce the fully reduced relations {𝑅𝑐1,𝑅𝑐2,...,𝑅𝑐𝑘 },
a pairwise consistency check verifies that adjacent clean relations
agree on their shared join keys. For every edge (𝑅𝑖 ,𝑅 𝑗 ) with shared
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Figure 1: Illustration of the Two-Pass OBJ on the SQL query SELECT * FROM 𝑅1, 𝑅2, 𝑅3 WHERE 𝑅1 .𝐵=𝑅2 .𝐵 AND 𝑅2 .𝐶=𝑅3 .𝐶.
attributes 𝐾𝑖 𝑗 , the circuit checks 𝜋𝐾𝑖 𝑗 (𝑅𝑐𝑖 ) =𝜋𝐾𝑖 𝑗 (𝑅𝑐𝑗 ) via two Mem-
bership Checks (𝑅𝑐𝑖 →𝑅𝑐𝑗 and 𝑅𝑐𝑗→𝑅𝑐𝑖 ). This certifies that every clean
tuple has a matching join partner in every adjacent clean relation,
ensuring the reduced instance admits no dangling tuples.

Finally, the output is computed by joining the verified clean rela-
tions along the tree. Verifying that the claimed output matches this
join is deferred to Section 6.5. We defer the detailed correctness and
obliviousness analyses of both OBJ variants to Appendix F.

Example 6.1 (Two-Pass OBJ on a 3-way path join). Consider the
acyclic join𝑄 =𝑅1 (𝐴,𝐵) ⊲⊳𝑅2 (𝐵,𝐶) ⊲⊳𝑅3 (𝐶,𝐷), with join predicates
𝑅1 .𝐵=𝑅2 .𝐵 and 𝑅2 .𝐶=𝑅3 .𝐶 (as visualized in Figure 1). Let the input
relations be 𝑅1, 𝑅2 and 𝑅3.

With the join tree rooted at 𝑅2 (so 𝑅1 and 𝑅3 are its children), we
begin with the bottom-up pass to reduce each parent relation against
its children along tree edges, keeping only tuples whose join keys
have a matching combination in every descendant subtree. For each
edge, the prover supplies a kept witness 𝑅𝑖⋉𝑅 𝑗 and a residual witness
𝑅𝑖▷𝑅 𝑗 , and the circuit enforces conservation via a permutation argu-
ment, membership for kept keys via lookup, and non-membership for
residual keys. Specifically, the following two steps are performed.

Step 1: Process edge (𝑃,𝐶)= (𝑅2,𝑅1), reducing parent𝑅2 against child
𝑅1 on key 𝐵. Since 𝜋𝐵 (𝑅1)={1,2,3,6}, the tuples (4,14) and (5,16) ∈𝑅2
(with 𝐵=4,5) cannot participate in the join with 𝑅1 and are discarded.
The semijoin gate partitions 𝑅2=𝑅′2∪𝑅′′2 :

𝑅′2=𝑅2⋉𝑅1={(1,11),(2,12),(3,13)}, 𝑅′′2 =𝑅2▷𝑅1={(4,14),(5,16)}.

The circuit checks: (1) 𝑅2≡𝑅′2∪𝑅′′2 (conservation via permutation),
(2)𝜋𝐵 (𝑅′2) ⊆𝜋𝐵 (𝑅1) (membership via lookup), (3)𝜋𝐵 (𝑅′′2 )∩𝜋𝐵 (𝑅1)=
∅ (non-membership). These three checks are performed similarly at
the end of the next three steps and are omitted there for brevity.

Step 2: Process edge (𝑃,𝐶)= (𝑅2,𝑅3), reducing parent𝑅′2 against child
𝑅3 on key 𝐶. Now 𝜋𝐶 (𝑅′2) = {11,12,13} and 𝜋𝐶 (𝑅3) = {10,11,15,16}
intersect only on𝐶=11, so 𝑅′2 is split into 𝑅𝑐2=𝑅

′
2⋉𝑅3={(1,11)} and a

local discard 𝑅′2▷𝑅3={(2,12),(3,13)}. Aggregating with Step 1 gives
the global residual for 𝑅2:

𝑅𝑟2 =𝑅2\𝑅𝑐2=𝑅′′2 ∪(𝑅′2▷𝑅3)={(2,12),(3,13),(4,14),(5,16)}.

After this step the root 𝑅𝑐2 is fully reduced, while the children 𝑅1 and
𝑅3 remain untouched; the top-down pass will reduce them against 𝑅𝑐2 .

With 𝑅𝑐2 fully reduced, we begin the top-down pass to propagate
its keys outward and reduce each child against the already-reduced
parent, so that every remaining child tuple can be extended to at least
one global join result. This includes the following Steps 3 and 4.
Steps 3 and 4: reduce each child against the reduced parent 𝑅𝑐2 . Since
𝜋𝐶 (𝑅𝑐2)={11} and 𝜋𝐵 (𝑅𝑐2)={1}, only the tuples of 𝑅3 with𝐶=11 and
of 𝑅1 with 𝐵=1 survive:

𝑅𝑐3={(11,4),(11,2)}, 𝑅𝑟3 ={(10,1),(15,3),(16,5)},
𝑅𝑐1={(1,1),(2,1)}, 𝑅𝑟1 ={(3,2),(4,3),(5,6)}.

After the two passes, the fully reduced (clean) instance is:

𝑅𝑐1={(1,1),(2,1)}, 𝑅𝑐2={(1,11)}, 𝑅𝑐3={(11,4),(11,2)}.
As the final step of the Two-Pass OBJ, the circuit verifies edge consis-
tency via mutual lookups: 𝜋𝐵 (𝑅𝑐1)={1}=𝜋𝐵 (𝑅𝑐2) and 𝜋𝐶 (𝑅𝑐2)={11}=
𝜋𝐶 (𝑅𝑐3). At this point {𝑅𝑐1,𝑅𝑐2,𝑅𝑐3} is certified as the fully reduced in-
stance of𝑄 , and the final join is evaluated from it:𝑄 (𝐷)=𝑅𝑐1 ⊲⊳𝑅𝑐2 ⊲⊳𝑅𝑐3 ,
yielding |𝑄 (𝐷) |=2·1·2=4 tuples, matching Figure 1. ■

6.3 Efficient One-Pass OBJ
The Two-Pass OBJ reconstructs the reduced instance inside the circuit
by invoking 2(𝑘−1) semijoin gates, traversing every tree edge once
bottom-up and once top-down. Our insight is that the prover already
knows the final answer before the circuit runs, so the reconstruction
can be done outside the circuit: the prover computes the clean/residual
split (R𝑐 ,R𝑟 ) off-circuit using any efficient method (for instance the
classical two-pass semijoin reduction on the database side) and sup-
plies it directly as a witness. The circuit’s task therefore shrinks from
producing the reduction to certifying a prover-supplied one.

Certifying a prover-supplied partition reduces to three intuitive
questions: (i) Does (𝑅𝑐𝑖 ,𝑅𝑟𝑖 ) actually partition 𝑅𝑖 , with no tuple fabri-
cated, lost, or double-counted? (ii) Is the clean side a coherent join
skeleton, i.e., does every clean tuple have matching join partners in ev-
ery adjacent clean relation? (iii) Was any joinable tuple hidden in the
residual side? Questions (i) and (ii) decompose into local per-relation
and per-edge checks. Question (iii) looks harder because a hidden
joinable tuple is a global witness: it sits in 𝑅𝑟𝑖 , but its join partners stay
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clean, so no check confined to R𝑟 can expose it. Counting exposes it
instead: the join of the clean parts is contained in the join of the input
relations, so equal row counts force the two to be equal as multisets,
and a tuple hidden in a residual part would leave the clean join strictly
smaller. Both counts come from one bottom-up pass along the join
tree, one channel each; the input-side count serves only this compari-
son, and everything the query returns is read from the clean relations.

Two building blocks answer (i) and (iii), and the operators that
consume R𝑐 reuse both: indexed relations, over which the partition
is claimed per occurrence so that one Conservation Check certifies
it, and the multiplicity propagation, which annotates every tuple with
the number of join rows it takes part in, computed bottom-up along
the join tree without enumerating the join, so that one traversal yields
the two counts that (iii) compares. We introduce them below.
Indexed Relations. To name occurrences rather than tuple values,
we index the rows of each relation by their committed position,ˆ︁𝑅𝑖 = {︁

(ℓ,𝑡ℓ ,𝑐 (𝑡ℓ )) : ℓ ∈ [|𝑅𝑖 |]
}︁
,

where 𝑡ℓ is the tuple stored in row ℓ , the index ℓ itself is carried by a
fixed column, and 𝑐 (𝑡) ∈ {0,1} is the clean indicator, marking the row
holding 𝑡 as clean, one indicator per row; the indices are distinct.
Multiplicity Propagation. The key technical idea is to propagate an
auxiliary per-tuple count along the join tree, following the annotated-
relations paradigm [4]; we call this mechanism the multiplicity propa-
gation. The count wanted at a root tuple is global, since it depends on
how many tuples in every descendant subtree match it on shared keys,
so propagation assembles it bottom-up as a product-of-sums over the
children’s already-established counts, without enumerating the join.

We call this per-tuple count the multiplicity of a tuple 𝑡 and denote
it 𝜇 (𝑡), so 𝜇 (𝑡) is the number of join rows that extend 𝑡 through the sub-
tree below its relation, at the root the number of rows of 𝑅𝑐1 ⊲⊳ ··· ⊲⊳𝑅𝑐𝑘
to which 𝑡 contributes. The prover supplies 𝜇 (𝑡) for every row of every
relation as part of the auxiliary witness. Leaf-relation multiplicities
are trivially 1, and internal-node multiplicities encode the number of
join extensions into the subtrees below. Concretely, for each tree edge
(𝑅𝑖 ,𝑅 𝑗 ) where 𝑅𝑖 is the parent and 𝑅 𝑗 is the child, after all children of
𝑅𝑖 have been processed, each tuple 𝑡𝑖 ∈𝑅𝑐𝑖 satisfies

𝜇 (𝑡𝑖 )=
∏︂

𝑅 𝑗 child of𝑅𝑖

©­­­­­«
∑︁
𝑡 𝑗 ∈𝑅𝑐𝑗

𝜋𝐾𝑖 𝑗 (𝑡 𝑗 )=𝜋𝐾𝑖 𝑗 (𝑡𝑖 )

𝜇 (𝑡 𝑗 )
ª®®®®®¬
,

where 𝐾𝑖 𝑗 denotes the shared join attributes on edge (𝑅𝑖 ,𝑅 𝑗 ). This
equation is a recurrence that correct multiplicities must satisfy, not
a fresh definition: the semantic meaning of 𝜇 was already fixed. The
recurrence follows from two observations: (1) the extensions of 𝑡𝑖 into
different child subtrees combine independently, hence the product
over children; and (2) within a single child subtree rooted at 𝑅 𝑗 , the
extensions of 𝑡𝑖 are exactly those child tuples 𝑡 𝑗 ∈𝑅𝑐𝑗 that agree with
𝑡𝑖 on the shared key𝐾𝑖 𝑗 , each already carrying its own count of down-
stream extensions via 𝜇 (𝑡 𝑗 ), hence the inner sum. Combined with the
leaf base case 𝜇 (𝑡)=1, the recurrence uniquely determines the correct
𝜇 at every node, and the root sum is the size of the join it runs over.

The circuit verification of multiplicity propagation establishes the
recurrence edge by edge, traversing the join tree bottom-up from
the leaves so that each parent’s equality check is made only after all

its children’s edges have been processed. For each edge (𝑅𝑖 ,𝑅 𝑗 ) it
performs three checks, each enforcing a specific property needed to
pin down the recurrence’s inner sum 𝜎 𝑗 (𝑡𝑖 ):
(1) Contiguity of matching children. Sort 𝑅𝑐𝑗 by 𝐾𝑖 𝑗 using the sort

gate (Section 5.2), so child rows sharing a𝐾𝑖 𝑗 value become ad-
jacent in the sorted column. This step turns the set-of-matches
condition 𝜋𝐾𝑖 𝑗 (𝑡 𝑗 ) =𝜋𝐾𝑖 𝑗 (𝑡𝑖 ) into a contiguous-range condition
that downstream gates can scan in a single pass.

(2) Correct per-key aggregation. On the sorted 𝑅𝑐𝑗 , a group-by fol-
lowed by an aggregation gate (reused from PoneglyphDB [26])
produces, for every distinct value 𝑣 of 𝐾𝑖 𝑗 , the sum 𝜎 𝑗 (𝑣) =∑︁
𝑡 𝑗 :𝜋𝐾𝑖 𝑗 (𝑡 𝑗 )=𝑣

𝜇 (𝑡 𝑗 ). The output is a key-indexed table (𝑣,𝜎 𝑗 (𝑣)).
(3) Correct parent-side combination. For each 𝑡𝑖 ∈ 𝑅𝑐𝑖 , a lookup ar-

gument on 𝐾𝑖 𝑗 retrieves 𝜎 𝑗 (𝑡𝑖 [𝐾𝑖 𝑗 ]) from the table above, and a
multiplication gate folds it into a running product maintained per
𝑡𝑖 . Once all children of 𝑅𝑖 have been processed, a single equality
constraint compares this accumulated product against the prover-
supplied 𝜇 (𝑡𝑖 ). This lookup is the membership test a semijoin gate
performs on the same edge, returning the number of matching
child tuples rather than a bit, which is why the One-Pass OBJ
below needs no semijoin gate of its own.

Correctness follows: if all three checks pass on every edge, then every
𝜇 (𝑡𝑖 ) equals the product-of-sums value mandated by the recurrence;
combined with the leaf base case 𝜇 (𝑡) = 1, this forces the prover’s
annotations to coincide with the unique correct multiplicities.
Realization. The partition is claimed at the level of occurrences: the
prover sets the clean indicator 𝑐 on every row of the indexed rela-
tions ˆ︁𝑅𝑖 . The circuit then certifies R𝑐 as the fully reduced instance by
enforcing three conditions:ˆ︁𝑅𝑖 ≡ ˆ︁𝑅𝑐𝑖 ⊎ˆ︁𝑅𝑟𝑖 , ∀𝑖 ∈ [𝑘], (7)

𝜋𝐾𝑖 𝑗 (𝑅𝑐𝑖 )=𝜋𝐾𝑖 𝑗 (𝑅𝑐𝑗 ), ∀(𝑅𝑖 ,𝑅 𝑗 ) ∈𝑇, (8)∑︁
𝑡 ∈𝑅root

𝜇𝑐 (𝑡) =
∑︁

𝑡 ∈𝑅root
𝜇all (𝑡) . (9)

Because every index occurs once in ˆ︁𝑅𝑖 , (7) says in a single statement
that no occurrence is fabricated, lost, duplicated, or placed on both
sides (the clean side satisfies the query’s in-relation predicates, as
explained in Appendix E). In (9), 𝑡 ranges over every row of 𝑅root,
and 𝜇𝑐 and 𝜇all are the multiplicities of the propagation above, run
over the clean parts and over the predicate-filtered input and selected
on the committed rows by their anchors, the clean indicator 𝑐 and
the certified predicate bit 𝑏, the constant 1 on a relation carrying no
predicate; a residual row thus contributes 0 on the clean side, and a
predicate-failing row contributes 0 to both. We describe how to realize
the circuit for these three conditions.

• Conservation Check. (7) is realized by a single Conservation
Check (a permutation argument) per relation, between ˆ︁𝑅𝑖 and the
two parts laid end to end in one virtual column, which the permu-
tation reads as the multiset ˆ︁𝑅𝑐𝑖 ⊎ˆ︁𝑅𝑟𝑖 .
• Pairwise Consistency Check. (8) requires the clean sides on every

tree edge to project to the same key set, so every clean tuple is
extendable along each adjacent edge. Each edge’s set equality is
realized by two mutual Membership Checks run directly between
the key columns, gated by the clean indicator on both sides: each
row contributes 𝑐 (𝑡) (𝑡 [𝐾𝑖 𝑗 ]+1), so a residual row reads 0.
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Witness: an indexed partition of each relation.

Input
R1(A, B)

A B
1 1
2 1
3 2
4 3
5 6

R2(B, C)
B C
1 11
2 12
3 13
4 14
5 16

R3(C, D)
C D
10 1
11 4
11 2
15 3
16 5

Prover’s witness
clean R̂c

i residual R̂r
i

R̂1
ℓ A B
1 1 1
2 2 1
3 3 2
4 4 3
5 5 6

R̂2
ℓ B C
1 1 11
2 2 12
3 3 13
4 4 14
5 5 16

R̂3
ℓ C D
1 10 1
2 11 4
3 11 2
4 15 3
5 16 5

Rc
1 ▷◁ Rc

2 ▷◁ Rc
3

ℓ A B C D
1,1,2 1 1 11 4
1,1,3 1 1 11 2
2,1,2 2 1 11 4
2,1,3 2 1 11 2

Multiplicity propagation (both channels). rooted at R2; each row multiplies in its own indicator, so a residual row scores 0 on µc

A B µall µc

1 1 1 1
2 1 1 1
3 2 1 0
4 3 1 0
5 6 1 0

R1 (leaf)

B Σµall Σµc

1 2 2
2 1 0
3 1 0
6 1 0

group by B

any other B: 0, 0

B C µall µc

1 11 2·2 = 4 2·2 = 4
2 12 1·0 = 0 0·0 = 0
3 13 1·0 = 0 0·0 = 0
4 14 0·0 = 0 0·0 = 0
5 16 0·1 = 0 0·0 = 0

R2 (root)

C Σµall Σµc

10 1 0
11 2 2
15 1 0
16 1 0

group by C

any other C: 0, 0

C D µall µc

10 1 1 0
11 4 1 1
11 2 1 1
15 3 1 0
16 5 1 0

R3 (leaf)

|R1 ▷◁ R2 ▷◁ R3| =
∑

t
µall(t) = 4 =

∑
t

µc(t) = |Rc
1 ▷◁ Rc

2 ▷◁ Rc
3| equal

Figure 2: Illustration of the One-Pass OBJ on the SQL query SELECT * FROM 𝑅1, 𝑅2, 𝑅3 WHERE 𝑅1 .𝐵=𝑅2 .𝐵 AND 𝑅2 .𝐶=𝑅3 .𝐶.
• Cardinality Preservation Check. The two channels of (9) are two

instances of the multiplicity propagation, anchored at 𝑐 and at 𝑏,
and share one traversal of the join tree. Per edge, the merged key
columns of 𝑅𝑖 and 𝑅 𝑗 are sorted, one scan emits the per-key pair
(𝜎all,𝜎𝑐 ), and each parent row looks the pair up and folds it into its
two running products; residual and predicate-failing rows need no
special handling, since their anchors, multiplied in at every node,
zero their contributions. Neither join is materialized and neither
sum is exposed.
Together, (7)–(9) certify {𝑅𝑐1,...,𝑅𝑐𝑘 } as the fully reduced instance.

Soundness rests on two facts: (8) gives every clean tuple partners on
every edge, so no clean tuple is spurious, and (9) forces the clean join
to be the whole input join, so no participating occurrence is missing;
(7) is what lets both be read off one partition. A detailed correctness
proof is given in Appendix F.2 alongside the obliviousness analysis.

Example 6.2 (One-Pass OBJ on a 3-way path join). Consider the
same query and data as in Example 6.1 (Figure 2). With the join
tree rooted at 𝑅2, the prover supplies the indexed full clean/residual
split directly as witness. The circuit then certifies this witness by
enforcing the three conditions (7)–(9) in a single pass. Specifically,
the following three steps are performed.
Step 1. For each relation, the circuit checks (7) via a permutation
argument over the indexed occurrences, for instanceˆ︁𝑅2≡ {︁

(1,(1,11))
}︁
⊎
{︁
(2,(2,12)),(3,(3,13)),(4,(4,14)),(5,(5,16))

}︁
so no tuple of ˆ︁𝑅2 is fabricated, dropped, or duplicated.
Step 2. (8) demands that on every tree edge the two clean sides agree
on the shared join key,

𝜋𝐵 (𝑅𝑐1)={1}=𝜋𝐵 (𝑅𝑐2), 𝜋𝐶 (𝑅𝑐2)={11}=𝜋𝐶 (𝑅𝑐3),
so every clean tuple has a matching partner in every adjacent clean
relation; residual rows contribute 0 on both sides.

Step 3. Finally, the Cardinality Preservation Check compares the two
root sums, both produced by the single traversal drawn in Figure 2.
Each leaf row starts at 𝜇all=1, and at 𝜇𝑐 =1 only when clean. Grouping
𝑅1 by 𝐵 gives (Σ𝜇all,Σ𝜇𝑐 ) = (2,2) at 𝐵 = 1 and (1,0) elsewhere, and
grouping𝑅3 by𝐶 gives (2,2) at𝐶=11 and (1,0) elsewhere. At the root,
(1,11) receives 2·2=4 on both channels while every other row of 𝑅2
loses a factor, or its own indicator, and receives 0, so both root sums
equal 4. Had the prover moved (1,1) to the residual part, the clean
sum would have dropped to 2 while the input sum stayed at 4, and the
equality would have failed.

Since all three conditions hold, {𝑅𝑐1,𝑅𝑐2,𝑅𝑐3} is certified as the fully
reduced instance of𝑄 , and the final join is evaluated from it:𝑄 (𝐷)=
𝑅𝑐1 ⊲⊳𝑅

𝑐
2 ⊲⊳𝑅

𝑐
3 , yielding |𝑄 (𝐷) |=2·1·2=4 tuples, matching Figure 2.■

Complexity Analysis. Both OBJ variants achieve𝑂 (IN ) circuit com-
plexity and differ only in their constant factors; the OUT term of the
overall bound is contributed by whichever operator consumesR𝑐 . The
Two-Pass OBJ instantiates 2(𝑘−1) semijoin gates, one per tree edge in
each pass, plus 2(𝑘−1)Membership Checks for pairwise consistency.
The One-Pass OBJ instantiates none: the top-down pass becomes 𝑘
Conservation Checks over indexed occurrences, and the bottom-up
pass becomes a single counting pass, the multiplicity propagation.
Detailed per-gate cost derivations, total constant-factor comparisons,
and the savings under uniform sizes appear in Appendix G.

6.4 Aggregation with One-Pass OBJ
The clean relations are an efficient input for the operators above them,
allowing each to work on R𝑐 with cost proportional to IN rather than
to the full join size |𝐽 (𝐷) |. Rather than materializing the full join
result to compute aggregates, the prover attaches to each clean tuple
an auxiliary count recording how many join rows the tuple partic-
ipates in, and the circuit verifies these counts bottom-up along the
join tree. The final aggregate is then computed as a single pass over
the root relation’s annotated tuples. For example, COUNT(∗) reduces
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to summing these counts across the clean tuples of the root relation,
which equals the total join size without ever enumerating the join.
The same idea also yields SUM and AVG.
Realization. Now that the OBJ certifies the set of clean relations
R𝑐 ={𝑅𝑐1,...,𝑅𝑐𝑘 }, the task is to compute the join-aggregate 𝐽agg (𝐷)=
𝛾𝐺 ;f (𝐴)

(︁
𝐽 (𝐷)

)︁
(Equation (1)) without materializing 𝐽 (𝐷). We focus

on the common case of free-connex acyclic queries [6], i.e., those
whose output attributes form a connected subset within the join tree;
non-free-connex queries can be reduced to this case with an additional
projection gate on the output attributes before aggregation.

The key technical idea is the multiplicity propagation of Section 6.3
run on the clean side, which gives every clean tuple its multiplicity
𝜇 (𝑡) and 0 on every residual row; with the One-Pass OBJ these are
the 𝜇𝑐 of (9). The aggregate then reduces to a read-off at the root.

Final Aggregation. After multiplicities have been propagated to
the root relation 𝑅𝑐root, the final aggregate reduces to a single weighted
summation over 𝑅𝑐root, but the exact form depends on where the aggre-
gate attribute lives, so we split into two cases.
Case 1: the aggregate attribute is on the root. When the aggregated
attribute𝐴 (or the wildcard ∗) is an attribute of the root relation, the
aggregate is read off from 𝑅𝑐root and its multiplicities via:

• COUNT(*):
∑︁
𝑡 ∈𝑅𝑐root

𝜇 (𝑡)
• SUM(A):

∑︁
𝑡 ∈𝑅𝑐root

𝜇 (𝑡) ·𝑡 [𝐴]
• AVG(A): SUM(A) / COUNT(*)

Case 2: the aggregate attribute lives on a non-root relation 𝑅𝑖 . Here
𝐴 is not visible at the root, and no formula above applies as stated. We
instead carry a second annotation alongside 𝜇: on the edge that lifts
𝑅𝑖 towards the root, the same sorted group-by pass that emits 𝜎 𝑗 (𝑣)
also emits 𝜎𝐴𝑗 (𝑣) =

∑︁
𝑡 𝑗 :𝜋𝐾𝑖 𝑗 (𝑡 𝑗 )=𝑣

𝜇 (𝑡 𝑗 )𝑡 𝑗 [𝐴], and each parent tuple
combines the two by the product rule, so what travels up the tree is a
per-key partial aggregate rather than individual𝐴-values. At the root
the aggregate is read off from these partials exactly as in Case 1.

REMARK 2. Join-aggregate query verification is supported by
combining the One-Pass OBJ with the aggregation above, at a total
circuit cost of𝑂 (IN+OUT ).

A worked example is provided in Appendix C, the cost breakdown
in Appendix G.4. And we put the projection and predicates over the
clean relations in Appendix E.

6.5 Join Results Enumeration
For a plain join, the prover enumerates the final output directly from
the clean relations. Occurrences are named through the indexed rela-
tions ˆ︁𝑅𝑖 of Section 6.3, whose entries (ℓ,𝑡ℓ ,𝑐 (𝑡ℓ )) carry the committed
row index and the clean indicator. Let𝑂 = (𝑜1,...,𝑜𝑀 ) denote the enu-
merated rows, for each row𝑜 𝑗 , the prover supplies as auxiliary witness
its occurrence vector 𝑣 𝑗 =

(︁
(idx 𝑗,1,𝑡 𝑗,1),...,(idx 𝑗,𝑘 ,𝑡 𝑗,𝑘 )

)︁
, where 𝑡 𝑗,𝑖 is

the clean tuple of𝑅𝑐𝑖 contributing to𝑜 𝑗 and idx 𝑗,𝑖 is its index ℓ in ˆ︁𝑅𝑖 . Car-
rying the index rather than the tuple value alone is what keeps dupli-
cate tuples apart, so two equal clean tuples contribute their own copies
of the join result. The target is the multiset equality𝑂 ≡𝑅𝑐1 ⊲⊳ ··· ⊲⊳𝑅𝑐𝑘 ,
certified without recomputing the join (Appendix E covers projec-
tion and cross-relation predicates). The circuit instead establishes the
equality with four checks, each reusing a gate introduced earlier:

(1) Occurrence binding. Each relation is presented as the index-
augmented table ˆ︁𝑅𝑖 of Section 6.3, compressed to one field el-
ement per entry as in the semijoin gate (Section 6.1); a lookup
argument checks the witness column {(idx 𝑗,𝑖 ,𝑡 𝑗,𝑖 ,1)} 𝑗 against it.

(2) Join-row assembly. For every tree edge (𝑅𝑎, 𝑅𝑏 ) with shared
attributes 𝐾𝑎𝑏 , an equality constraint per output row enforces
𝑡 𝑗,𝑎 [𝐾𝑎𝑏 ]=𝑡 𝑗,𝑏 [𝐾𝑎𝑏 ]; by the running-intersection property of the
join tree, pairwise agreement on all tree edges implies that the
𝑘 referenced tuples assemble into a single consistent join tuple.
The output columns of 𝑜 𝑗 are then wired to the attributes of the
referenced tuples, so the claimed row is exactly the assembled
tuple. Together, these rule out spurious and misassembled rows.

(3) Canonical ordering. A linear gate packs each index vector into
enc(𝑣 𝑗 ) :=

∑︁𝑘
𝑖=1 idx 𝑗,𝑖 · 𝜌𝑘−𝑖 , the vector read as a 𝑘-digit num-

ber in a public radix 𝜌 > max𝑖 |𝑅𝑖 |, so enc is injective; strict
increase of consecutive encodings is enforced by range-checking
enc(𝑣 𝑗+1)−enc(𝑣 𝑗 )−1≥0 with the sort gate.

(4) Cardinality binding. The multiplicity propagation of Section 6.3,
run over the clean instance, gives the root sum

∑︁
𝑡 𝜇 (𝑡) = |𝑅𝑐1 ⊲⊳

··· ⊲⊳𝑅𝑐
𝑘
|, and one equality constraint compares it with the claimed

cardinality𝑀 , so no valid row can be omitted.

REMARK 3. Plain join query verification is supported by combin-
ing the One-Pass OBJ with the enumeration above, at a total circuit
cost of𝑂 (IN+OUT ).

A worked example is given in Appendix D; we defer the complexity
analysis to Appendix G.5.

7 TDJ: Efficient Verification for Cyclic Joins
The previous section developed the OBJ framework for acyclic queries,
achieving𝑂 (IN +OUT ) circuit complexity with full obliviousness.
However, many fundamental queries are inherently cyclic, such as
cycle detection in graph analytics. Directly applying OBJ does not
work, since cyclic queries admit no join tree to run it on (Section 3.1).
In this section, we introduce the Tree-Decomposed Join Gate (TDJ),
which reformulates the join structure into a tree whose nodes (clusters)
absorb the cyclic joins. Once each intra-cluster join is materialized,
the inter-cluster structure is acyclic and OBJ applies directly on top
of it. The intra-cluster materializations are the only data-dependent
piece. TDJ pads each of them to its worst-case intra-cluster bound,
so the construction is fully oblivious. When full obliviousness is not
required, one can go a step further and apply DP on top of TDJ, setting
each intra-cluster capacity to a DP-guided upper bound instead of the
worst-case bound. Because this bound sits strictly above the true car-
dinality while leaking only an (𝜖,𝛿)-DP amount of information about
it, it relaxes full obliviousness to a quantifiable privacy budget on the
released capacities while keeping the join result correct. We defer the
formal (𝜖,𝛿)-obliviousness framework that unifies full obliviousness
with this DP-based relaxation to Appendix H.1.

7.1 Tree-Decomposed Join Gate
A natural observation is that many cyclic queries can be re-structured
as an acyclic join of materialized sub-joins, in which case OBJ can be
applied directly on the outer acyclic structure once each sub-join has
been obtained. For example, the triangle query 𝑅1 (𝐴,𝐵) ⊲⊳𝑅2 (𝐵,𝐶) ⊲⊳
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𝑅3 (𝐶,𝐴), whose join graph is a 3-cycle, can be re-expressed as a two-
way join of the pre-materialized sub-join 𝑅1 ⊲⊳𝑅2 (a single relation
over (𝐴,𝐵,𝐶)) with 𝑅3 on keys (𝐴,𝐶); the outer two-relation structure
is a tree, so OBJ handles it directly.

Building on this observation, we decompose the query hypergraph
into a tree of clusters, where each cluster groups a subset of relations
whose intra-cluster join the prover materializes, and the inter-cluster
structure is a tree so OBJ applies at that level. The circuit verifies
each intra-cluster join using standard binary join gates from [26]. This
decomposition alone already yields a substantial complexity reduc-
tion: even with worst-case padding inside each cluster, the overall
circuit size drops from𝑂 (IN𝑘 ) to𝑂 (IN𝑤), where𝑤 is the treewidth
of the decomposition and is typically far smaller than 𝑘. Because
the intra-cluster materialization sizes are data-dependent, however,
worst-case padding can still be expensive. When full obliviousness
is not required, one can optionally apply DP on top of TDJ, setting
each intra-cluster capacity to a DP-guided upper bound on the true
cardinality, which provides (𝜖,𝛿)-DP on the released capacity (and
hence on the underlying intermediate cardinality) while sitting strictly
above the true size so that no valid tuple is dropped. We expose this
capacity as an abstract parameter in the gate below and defer the noise
mechanism and its formal privacy analysis to Appendix H.2. The gate
is expressed in the same style as OBJ:

DEFINITION 3 (TREE-DECOMPOSED JOIN GATE (TDJ)). Fix
a cyclic join query together with a tree decomposition into clusters
{𝐵1,...,𝐵𝑝 }. We define the Tree-Decomposed Join Gate through the
following three factors:

• Private witness. The input relations, the prover-materialized intra-
cluster joins (with each column’s capacity set to its worst-case
intra-cluster bound for full obliviousness), padding/dummy indi-
cators for those joins, and the per-relation indexed partitions used
by the inter-cluster OBJ verification.
• Output. A certified clean representation of the cyclic join, equiv-

alently the clean relations or cluster-relations from which the final
query result is derived. As with OBJ, this output is consumed within
the circuit by downstream operators.
• Verification target. The gate certifies that (i) every intra-cluster

materialized relation is a correct join of the relations assigned to its
cluster, and (ii) the resulting cluster relations satisfy the OBJ-style
correctness conditions on the induced acyclic cluster tree.

Realization via cyclic-to-acyclic reduction. To realize this reduction,
we adopt the classical technique of tree decomposition [23, 28, 39],
which has been widely used in database query processing and worst-
case-optimal join algorithms precisely because it confines the com-
binatorial blowup of a cyclic query to within small local clusters,
bounded by the treewidth parameter. Concretely, the query hyper-
graph is decomposed into a tree of clusters, where each cluster con-
tains a subset of relations whose joins are materialized. Once the
cluster tree is obtained, the One-Pass OBJ operates between clusters
exactly as in the acyclic case: each cluster acts as a single relation
whose tuples are the materialized intra-cluster join results.

Within each cluster, the prover materializes the join of the relations
assigned to the cluster before it can participate in the inter-cluster OBJ.
For a cluster containing relations {𝑅𝑖1 ,...,𝑅𝑖𝑤 }, the prover computes
the join𝑅𝑖1 ⊲⊳ ··· ⊲⊳𝑅𝑖𝑤 and provides the result as a witness column. The

circuit verifies this intra-cluster join using standard lookup-based bi-
nary join gates [26], which check that each output tuple has matching
keys in all participating relations.

If a cluster contains𝑤 relations, then its worst-case intermediate
size is 𝑂 (IN𝑤). Since the treewidth is the minimum width among
all tree decompositions of the join hypergraph, a decomposition of
width𝑤 localizes this blowup to individual clusters rather than the full
query. As a result, the worst-case complexity drops from𝑂 (IN𝑘 ) for
the original𝑘-way join to𝑂 (IN𝑤), where𝑤 , the treewidth, is typically
much smaller than𝑘 . In TDJ, each intra-cluster intermediate is padded
to this worst-case bound, which hides the true cardinality completely
and keeps the construction fully oblivious. Optionally replacing the
worst-case bound with a DP-guided bound that is (i) strictly above
the true cardinality (so correctness is preserved) and (ii) (𝜖,𝛿)-DP on
the released capacity (so the underlying cardinality remains formally
private) is precisely what Appendix H formalizes and instantiates, via
the (𝜖,𝛿)-obliviousness spectrum (Appendix H.1) and the one-sided
noise mechanism for cyclic joins (Appendix H.2).

8 Experiments
We evaluate VPJoin against PoneglyphDB [26] on both acyclic and
cyclic multi-way join queries over TPC-H and graph workloads. Our
system is built on Halo2 [50], a state-of-the-art ZK proof system.
We compare against PoneglyphDB, the state-of-the-art ZK system
for query answering, which uses the same Halo2 backend as VPJoin
with identical security parameters (Pasta curves and approximately
128-bit security), so any performance gap can be attributed directly
to the multi-way join verification strategy. Floating-point values are
converted to 64-bit integers before circuit encoding, following prior
work [26, 32]. All circuits are implemented in Rust using Halo2 [50].

8.1 Setup
Datasets. We use TPC-H [44] at three scales—60K, 120K, and

240K rows in the lineitem table. The default is 60K. For Q9,
following prior work [32], we exclude LIKE predicates, as string op-
erations are orthogonal to join verification. In addition, we use three
SNAP [31] network datasets. The datasets are LastFM [2], which
contains 7,624 nodes and 27,806 edges; Facebook [1], which contains
4,039 nodes and 88,234 edges; and Wikipedia Vote [3], which contains
7,115 nodes and 103,689 edges.

Queries. We select five TPC-H queries (Q3, Q5, Q8, Q9, Q18),
spanning 3- to 8-way joins, and four graph queries (GQ1–GQ4) that
we design ourselves over the three network datasets. GQ1 and GQ2
are 3- and 4-way path queries, respectively, while GQ3 and GQ4
are 3- and 4-way cycle queries, respectively. For cyclic queries, we
further apply tree decomposition before running TDJ. In particular,
the tree decompositions used for Q5, GQ3, and GQ4 are described
in Appendix I.2.

Hardware and Runtime Environment. All experiments were con-
ducted on a Linux server equipped with dual AMD EPYC 9555
64-core processors (128 cores / 256 threads) and approximately 2 TB
of DDR5 memory. For both evaluated methods, witness generation
was executed single-threadedly, while Halo2 proof construction was
parallelized across CPU threads. Unless otherwise stated, we used
the same thread configuration for both methods.
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Figure 3: Proving time for 5 TPC-H SQL queries on the TPC-H benchmark and 4 graph SQL queries on 3 network datasets. All
PoneglyphDB times are extrapolated estimates obtained via the estimation methodology; the VPJoin times for the fully oblivious cyclic
queries GQ3 and GQ4 use the same extrapolation, from the anchors of Appendix J.

Parameter Setting. PoneglyphDB’s proving times, as reported
in [26], can be improved by exploiting primary-key/foreign-key (PK–
FK) constraints, that is, prior knowledge of the TPC-H schema, to
bound the size of each intermediate join result. However, our design
target is a method that works without any schema assumptions beyond
the public relation sizes: many real deployments do not expose trust-
worthy constraints, and workloads such as the graph self-join queries
in our experiments have no PK–FK structure at all. Assuming that PK–
FK constraints are known to the verifier also corresponds to a simpler
setting from the privacy standpoint, since such constraints reveal im-
portant structural properties of the joins and may partially expose join
selectivities; not relying on them is standard in privacy-preserving
query answering [29, 46]. For a fair head-to-head comparison, both
systems here therefore use only public-size bounds, so VPJoin’s ad-
vantage comes from eliminating intermediates rather than from tighter
bounds on them.

For cyclic queries, VPJoin optionally applies DP-guided padding
(Appendix H.2), denoted VPJoin + DP. Unless the DP mode is ex-
plicitly indicated, every cyclic-query result labeled “VPJoin”, in par-
ticular all cyclic VPJoin bars in Figure 3, uses TDJ’s fully oblivious
mode with worst-case intra-cluster padding. Unless otherwise stated,
the overall privacy budget is (𝜖,𝛿) = (0.1,10−5), split equally across
the intra-cluster estimates via basic composition.

Estimation Methodology for PoneglyphDB. Since the fully padded
PoneglyphDB-style circuits cannot be run to completion even at
the default 60K scale, the PoneglyphDB times in Figure 3 are ex-
trapolated from circuit size. Following PoneglyphDB’s binary-join
execution strategy under public-size bounds, we write Π𝑄 for the
capacity that full obliviousness forces on the tallest materialized inter-
mediate, i.e., the product of the public sizes of the relations combined
into it, so the padded domain is𝐺𝐶 =2⌈log2Π𝑄 ⌉ . We then scale a mea-
sured anchor to that domain, giving𝑇est=𝑇0 ·𝐺𝐶/𝐺𝐶,0: the anchor’s
measured per-domain-row rate, charged for every row of the padded
domain. The anchors are real, verified proofs on the same server
rather than a cost model, and each is sized to fill its domain, so its
rate is the one a fully padded circuit pays. TPC-H anchors on the
released PoneglyphDB artifact; since that artifact provides no graph
circuits, GQ1–GQ4 anchor on VPJoin’s own circuit for the same
query. Proving time is near-linear in the domain size (Appendix A),
and what the linear model omits runs in PoneglyphDB’s favor, so the
reported times are floors. Appendix J gives the gate-row derivation,
the measured anchors (Table 1), and the conservativeness analysis.

The same methodology yields the fully oblivious VPJoin times for
GQ3 and GQ4, scaled from the anchors to the padded domains that
TDJ’s worst-case intra-cluster capacities force (Appendix J).

Our implementation builds on the released PoneglyphDB codebase
and inherits two simplifications of its benchmarking harness: the scal-
ing experiments scale only the lineitem table, with the dimension
tables kept at their base sizes, and the public input of every proof is
trivial, with no externally published commitment Commit(𝐷) bound
to it. In Appendix K, we report the additional per-query cost of binding
each proof to the full database commitment Commit(𝐷).

8.2 Proving Time
We compare the end-to-end proving time of VPJoin and PoneglyphDB
on both TPC-H and graph query workloads. All results are plotted on
a logarithmic scale due to the vast difference in magnitude.

TPC-H Queries. Figure 3 (a) reports the proving time for the five
TPC-H queries on the default 60K-row database. VPJoin achieves
proving times on the order of 102 seconds for the four acyclic queries
and roughly 1.3×104 seconds for the cyclic Q5. In contrast, Poneg-
lyphDB’s estimated proving times range from approximately 3.5×109
seconds for the 3-way joins (Q3, Q18) to over 1020 seconds for Q8,
the most complex 8-way join. The gap grows with join arity: for the
3-way joins, VPJoin is roughly 8 orders of magnitude faster; for Q5
and Q9 (both 6-way joins), the advantage is about 9 and 15 orders of
magnitude; and for Q8 (an 8-way join), VPJoin is over 18 orders of
magnitude faster.

This dramatic disparity stems directly from the difference in join
verification strategy. PoneglyphDB decomposes each multi-way join
into a sequence of binary joins and must provision circuit capacity for
each materialized intermediate result, padded to worst-case cardinal-
ity bounds. For an 8-way join like Q8, the accumulated intermediate
blowup renders the circuit large. VPJoin, by contrast, does the verifi-
cation without materializing any intermediate join result. Among the
five queries, the proving time of VPJoin on Q5 stands out because it is
the only cyclic TPC-H query (join arity 6) for which VPJoin applies
tree decomposition and pads intra-cluster intermediates to worst-case
bounds (full obliviousness), resulting in a higher proving time (∼104 s)
compared to the acyclic queries (∼102 s). Section 8.4 shows that DP-
guided padding (Appendix H.2) reduces this overhead dramatically.

Graph Queries. Figure 3 (b)-(d) report the proving time for GQ1–
GQ4 across the three network datasets. For the acyclic path queries
(GQ1 and GQ2), VPJoin achieves proving times of approximately 102
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Figure 5: Impact of privacy constraints on proving time. VPJoin
times (GQ3, GQ4) are extrapolated estimates (Section 8.1).

seconds, while PoneglyphDB’s estimated times range from 4×1010
seconds for the 3-way GQ1 to over 1017 seconds for the 4-way GQ2,
yielding a gap of 9–15 orders of magnitude. For the cyclic queries
(GQ3 and GQ4), VPJoin with full obliviousness (worst-case padding)
reaches estimated times of 2.6×105 to 5.4×106 seconds, while Poneg-
lyphDB’s times reach 3×1010–2×1017 seconds, giving VPJoin a clear
5–10 order-of-magnitude advantage.

Across all three datasets, the relative performance pattern remains
consistent: the gap grows with join arity on both families, and at equal
arity it is widest for the acyclic queries (GQ1, GQ2), where VPJoin
pads nothing at all, and narrower for the cyclic queries (GQ3, GQ4),
where VPJoin itself pays worst-case padding on the intra-cluster in-
termediate. As the dataset size grows from LastFM to Wikipedia,
PoneglyphDB’s estimated times rise more rapidly than VPJoin’s,
reflecting the multiplicative overhead of intermediate-result materi-
alization on larger inputs.

8.3 Scalability
We evaluate how VPJoin’s proving time scales with increasing data-
base size. Figure 4 reports the proving time for all five TPC-H queries
at three scales: 60K, 120K, and 240K rows in the lineitem table.
Since Q5 is the only cyclic TPC-H query, its fully oblivious cost is
dominated by worst-case intra-cluster padding (see Section 8.4); to
make the scalability trend comparable, we report Q5 with DP-guided
padding at 𝜖=0.1.

Across all queries, doubling the input size approximately doubles
the proving time. For example, Q3 increases from roughly 55 s (60K)
to 111 s (120K) to 222 s (240K), and Q18 follows a similar trajectory
from 52 s to 104 s to 208 s. This near-linear scaling is consistent with
the theoretical OBJ complexity of𝑂 (IN+OUT ) for acyclic queries.

Q5 is at approximately 114 s/228 s/456 s, and Q8 at approximately
124 s/248 s/496 s. Notably, Q8 is an 8-way join yet its proving time
stays within 10% of Q5 (a 6-way join) and within a factor of about
two of Q3 (a 3-way join). This demonstrates a key advantage of our
verification approach: the proving cost is decoupled from the number
of joins, scaling only with the data volume.
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Figure 6: Proving time of Q5 for various 𝜖 values.

Scaling each of the dimension tables proportionally does not
change the results above. We repeated the experiment with every
table enlarged 2× and 4× alongside lineitem, and the proving
time stays within 3% of the lineitem-only time at every scale. The
per-table checks do grow with their tables, as the𝑂 (IN+OUT ) anal-
ysis predicts, but the circuit is charged for a padded power-of-two
domain sized by its largest relation, lineitem, so the added rows
fall inside capacity already allocated. It matters far more for Poneg-
lyphDB, which pads each materialized intermediate to the product of
its input sizes: doubling two joined tables quadruples it, and the factor
compounds along the chain, so the reported gap would only widen.
Appendix L reports the per-query numbers.

8.4 Privacy–Efficiency Trade-off for Cyclic Joins
For acyclic queries, VPJoin achieves full obliviousness at 𝑂 (IN +
OUT ) cost. Cyclic queries, however, require tree decomposition,
which introduces intra-cluster intermediates. Padding to these worst-
case bounds preserves full obliviousness but incurs substantial prov-
ing overhead. We therefore evaluate the DP-guided padding strategy
(Appendix H.2), which replaces worst-case bounds with DP noisy
cardinality estimates, and compare three privacy regimes:
• VPJoin: circuit capacities are set to worst-case upper bounds, re-

vealing no information about intermediate cardinalities.
• VPJoin + DP: circuit capacities are set using noisy cardinality

bounds satisfying (𝜖,𝛿)-DP, with controlled leakage.
• Revealing Join Size: circuit capacities match the true intermedi-

ate cardinalities, providing no privacy protection on join sizes but
serving as a lower bound on proving time.

Overall comparison of the three regimes. Figure 5 reports the prov-
ing time of Q5 and the LastFM instances of GQ3 and GQ4 under
each regime. Full obliviousness (VPJoin) incurs proving times of
approximately 1.3×104 s for Q5 and 2.6×105 and 3.4×105 s for GQ3
and GQ4, reflecting the cost of worst-case padding on decomposed
intermediates. In contrast, VPJoin + DP (𝜖=0.1) achieves speedups
of roughly 2, 3, and 3 orders of magnitude, respectively. These DP-
guided times are close to the Revealing Join Size baseline, incurring
at most 10% overhead.

Various privacy budget 𝜖. Figure 6 shows VPJoin + DP proving
time as a function of 𝜖 for Q5, with the fully oblivious and Reveal-
ing Join Size baselines as reference lines. The DP curve decreases
smoothly from approximately 210 s at 𝜖 =0.01 to 104 s at 𝜖 ≥ 2, con-
verging to the no-privacy baseline. At the default 𝜖=0.1, the proving
time is approximately 112 s, only about 8% above the lower bound. The
graph queries GQ3 and GQ4 exhibit the same trend: the DP-guided
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proving time decreases monotonically as 𝜖 grows and converges to the
Revealing Join Size baseline once 𝜖 reaches 1–2, at which point the
added noise becomes negligible. Per-dataset breakdowns are provided
in Appendix M.
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Figure 7: PLONKish circuits illustration for SQL query
“SELECT SUM(B) FROM R”.

A Proof Generation and Verification
We instantiate the proof system using the Halo2 framework [50, 51],
the same backend used by PoneglyphDB [26], and inherit its cryp-
tographic guarantees. We choose Halo2 for three reasons. First, its
PLONKish arithmetization [19] supports custom gates that let us
encode complex join-verification logic into compact, application-
specific constraints. Second, it provides native lookup arguments [18],
which our design exploits heavily for range checks and set-membership
proofs. Third, PoneglyphDB [26] has already designed efficient gate
primitives for relational operations (range checks, sorting, etc.) on
the same backend, which we directly reuse and extend.

Setup. Halo2 operates over the Pasta curve cycle [11, 13] (255-
bit field, 𝜆=128-bit security) and uses the Inner Product Argument
(IPA) [12] for polynomial commitments, providing a transparent
setup with no trusted third party. Throughout, F denotes this 255-bit
Pasta scalar field, over which all circuit values, witness columns, and
constraints are defined, and |F| ≈2255 is its size.

Proof Complexity. In this paper, we use circuit size to refer to the
total number of enforced constraints (equivalently, the number of
circuit rows up to constant factors in our Halo2 implementation). We
analyze each gate by its constraint cost and obtain the total circuit size
by summing the costs of all instantiated gates. Let𝑛 denote the size of
a circuit. The Halo2 IPA-based proof system achieves the following
asymptotic bounds:

• Proof size:𝑂 (log𝑛) group elements, yielding proofs of a few tens
of kilobytes in practice.
• Verification time:𝑂 (log𝑛) group operations, completing in under

one second regardless of query complexity.
• Proving time: 𝑂 (𝑛 log𝑛). The prover performs 𝑂 (𝑛 log𝑛) field

operations for polynomial arithmetic (FFT/NTT) and𝑂 (𝑛) elliptic-
curve group operations for multi-scalar multiplications (MSMs)
used in polynomial commitments and the IPA opening proof [12,
19]. Group operations are orders of magnitude more expensive
than field operations, so the two terms carry comparable weight
in practice [26] despite the differing asymptotics. The MSM term
is moreover sub-linear in 𝑛 at realistic sizes, because Pippenger’s
window widens with the input length and the cost per point falls
with it, while the FFT term is super-linear; the two deviations largely
cancel, and the observed proving time scales almost linearly with𝑛.

The sublinear proof size and verification time make the system suc-
cinct: the verifier’s cost is independent of the computation being
proved. Since proving time scales nearly linearly with the circuit size,
minimizing the number of constraints is the primary optimization ob-
jective, and more importantly, the central motivation for our witness-
guided approach that avoids materializing intermediate join results.

Database commitment via IPA. The commitment𝐶𝑜𝑚𝑚𝑖𝑡 (𝐷) pub-
lished during Setup (Section 4) is realized using the same IPA-based
polynomial commitment scheme employed by the proof system it-
self, so no extra cryptographic primitive or assumption is introduced.
Concretely, the prover canonicalizes the database 𝐷 = {𝑅1, ... ,𝑅𝑘 }
into a single coefficient vector d= (𝑑0,...,𝑑𝑁−1) ∈ F𝑁 over the Pasta
scalar field (multi-attribute tuples are compressed to one field element,
matching the convention used for lookup arguments in Section 5.2),
and computes the Pedersen-style vector commitment

𝐶𝑜𝑚𝑚𝑖𝑡 (𝐷) =
𝑁−1∑︁
𝑖=0
𝑑𝑖𝐺𝑖 + 𝑟𝐻,

where {𝐺𝑖 },𝐻 are independent Pasta-curve generators fixed by the
transparent setup [13, 50] and 𝑟 ∈F is a uniformly random blinding
scalar. This is a single multi-scalar multiplication of𝑁+1 terms, so the
prover’s commitment work is𝑂 (𝑁 ) while the output is a single group
element (𝑂 (1) space). Binding follows from the discrete-logarithm
hardness of the Pasta curve, and hiding follows from the uniformity
of 𝑟 [10, 12].

Our implementation applies this scheme column-wise rather than
to one concatenated vector:𝐶𝑜𝑚𝑚𝑖𝑡 (𝐷) is the vector of per-column
commitments, one group element and one independent blinder per
attribute column of 𝐷, so a query can open exactly the columns it
reads instead of the whole database (Appendix K). The prover’s work
is unchanged at𝑂 (𝑁 ) in total, the published size is one group element
per column and therefore a function of the schema alone, and binding
and hiding are the same argument applied per column.

Commitment verification. At query time, every subsequent ZK-
SNARK proof is generated with respect to𝐶𝑜𝑚𝑚𝑖𝑡 (𝐷): the in-circuit
witness values for the input relations are tied back to d via standard
IPA opening proofs [10, 12, 19], which certify claimed evaluations
of 𝑓𝐷 (𝑋 )=

∑︁
𝑖𝑑𝑖𝑋

𝑖 at verifier-chosen challenge points. Each opening
proof has size𝑂 (log𝑁 ) group elements and is checked by the verifier
in𝑂 (log𝑁 ) group operations via the standard IPA reduction [12]; we
reuse the protocol verbatim and inherit its security analysis. Because
𝐶𝑜𝑚𝑚𝑖𝑡 (𝐷) is fixed before any query is issued, the binding property
ensures every accepted proof is computed over the same database: to
switch to any𝐷 ′≠𝐷 that still opens to𝐶𝑜𝑚𝑚𝑖𝑡 (𝐷), the prover would
have to produce a second pre-image of a Pedersen commitment, which
is infeasible under discrete-log hardness. This is what discharges
Threat (i) of the threat model (Section 4): any attempt by the prover
to switch to a different database silently is caught at verification.

B PLONKish Circuit Example
Example B.1. Figure 7 illustrates a PLONKish circuit that evalu-

ates the SQL querySELECT SUM(B) FROM R. The relation𝑅 con-
sists of two attributes,𝐴 and 𝐵. The circuit uses two advice columns,
𝐴 and 𝐵, to store the input tuples.
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To perform the summation, we introduce an additional advice col-
umn 𝐼 that stores intermediate partial sums. We denote the value in
column𝑋 ∈ {𝐴,𝐵,𝐼,𝑂} at row 𝑖 (1-indexed) by𝑋𝑖 .

In row 1, we initialize the accumulator by setting 𝐼1=0 and enforce
the polynomial constraint 𝐼1−0=0, which ensures that the summation
starts from zero. For each subsequent row 𝑖 ≥ 2, the circuit adds the
previous value in column 𝐵 to the running sum. Specifically, in row 2
we add 𝐵1 to 𝐼1 and store the result in 𝐼2. This is enforced by the con-
straint 𝐵1+𝐼1−𝐼2=0. Similarly, in rows 3 and 4, the circuit enforces
𝐵2+𝐼2−𝐼3=0 and 𝐵3+𝐼3−𝐼4=0, respectively, thereby accumulating
the sum of all values in column 𝐵.

Finally, the value 𝐼4, which equals
∑︁3
𝑖=1𝐵𝑖 , is copied into the public

instance column at position 𝑂1 using a copy (equality) constraint.
This allows the verifier to read the final output of the computation
while all intermediate values remain private.

C Aggregation Example
Example C.1 (Aggregation via tuple multiplicities). Continuing

from Example 6.1 with the same clean relations 𝑅𝑐1 = {(1,1), (2,1)},
𝑅𝑐2={(1,11)}, 𝑅𝑐3={(11,4),(11,2)} and join tree rooted at 𝑅2, we com-
puteSELECT 𝐴, COUNT(*), SUM(𝐷) ... GROUP BY 𝐴with-
out materializing the join result (see Figure 8).

(1) Initialize leaf multiplicities. Every tuple in a leaf relation gets
𝜇=1: 𝑅𝑐1: (1,1) ↦→1, (2,1) ↦→1; 𝑅𝑐3: (11,4) ↦→1, (11,2) ↦→1.

(2) Process edge (𝑅2,𝑅1) on 𝐵. Sort 𝑅𝑐1 by 𝐵 and group: key 𝐵=1 has
Σ𝜇=1+1=2. Lookup into 𝑅𝑐2: tuple (1,11) receives 𝜇𝐿 =2.

(3) Process edge (𝑅2,𝑅3) on𝐶. Sort 𝑅𝑐3 by𝐶 and group: key𝐶 =11
has Σ𝜇=1+1=2. In the same pass, compute the partial aggregate∑︁
𝜇 ·𝐷 =1·4+1·2=6 for key𝐶=11. Lookup into 𝑅𝑐2: tuple (1,11)

receives 𝜇𝑅 =2 and partial SUM(𝐷)=6.
(4) Multiply at root. 𝜇 (1,11)=𝜇𝐿×𝜇𝑅 =2×2=4.
(5) Group-by and final aggregates. Since the query groups by𝐴 and

𝐴 ∈ 𝑅1 (a leaf), per-group aggregates are computed at 𝑅𝑐1 . Each
tuple (𝑎,1) ∈𝑅𝑐1 matches the root tuple (1,11), whose right-branch
multiplicity is 𝜇𝑅 =2 and partial SUM(𝐷)=4+2=6.
• 𝐴=1: COUNT(*)=1·𝜇𝑅 =2, SUM(D)=1·6=6.
• 𝐴=2: COUNT(*)=1·𝜇𝑅 =2, SUM(D)=1·6=6.
AVG(D) per group is simply SUM(D)/COUNT(*)=6/2=3.

These match the full join result {(1,1,11,4),(2,1,11,4),(1,1,11,2),(2,1,11,2)}
grouped by𝐴: each group has 2 tuples with𝐷 ∈ {4,2}, giving COUNT
=2 and SUM(D) =6—all computed without materializing the join.

D Join Results Enumeration Example
Example D.1 (Join results enumeration via the four checks). Con-

tinuing from Example 6.1, consider the same clean relations

𝑅𝑐1={(1,1),(2,1)}, 𝑅𝑐2={(1,11)}, 𝑅𝑐3={(11,4),(11,2)},

for the query

𝑅1 (𝐴,𝐵) ⊲⊳𝑅2 (𝐵,𝐶) ⊲⊳𝑅3 (𝐶,𝐷),

with the join tree rooted at 𝑅2. The prover claims the following𝑀 =4
output rows over (𝐴,𝐵,𝐶,𝐷):

𝑜1= (1,1,11,4), 𝑜2= (1,1,11,2),
𝑜3= (2,1,11,4), 𝑜4= (2,1,11,2).

The partition is that of Example 6.2, and indices are inherited from
the committed relations

𝑅1={(1,1),(2,1),(3,2),(4,3),(5,6)},
𝑅2={(1,11),(2,12),(3,13),(4,14),(5,16)},
𝑅3={(10,1),(11,4),(11,2),(15,3),(16,5)},

so the occurrences carrying 𝑐=1 are
𝑅1 : 1 ↦→ (1,1), 2 ↦→ (2,1),
𝑅2 : 1 ↦→ (1,11),
𝑅3 : 2 ↦→ (11,4), 3 ↦→ (11,2),

the remaining occurrences carrying 𝑐=0. The indices distinguish tu-
ple occurrences rather than only tuple values. Thus, if a clean relation
contained two equal tuples at different indices, both occurrences could
contribute separate copies to the join result under multiset semantics.

For each claimed row 𝑜 𝑗 , the prover supplies an occurrence vector

𝑣 𝑗 =
(︁
(idx 𝑗,1,𝑡 𝑗,1),(idx 𝑗,2,𝑡 𝑗,2),(idx 𝑗,3,𝑡 𝑗,3)

)︁
,

where (idx 𝑗,𝑖 ,𝑡 𝑗,𝑖 ) identifies the selected row of 𝑅𝑖 used to assemble
𝑜 𝑗 . In this example, the index components are

(1,1,2), (1,1,3), (2,1,2), (2,1,3).
Using the public radix 𝜌=10>max𝑖 |𝑅𝑖 |=5, the circuit encodes them
as

enc(𝑣1)=1·𝜌2+1·𝜌+2=112,
enc(𝑣2)=1·𝜌2+1·𝜌+3=113,
enc(𝑣3)=2·𝜌2+1·𝜌+2=212,
enc(𝑣4)=2·𝜌2+1·𝜌+3=213.

The circuit then applies the four checks of Section 6.5.
(1) Occurrence binding. The index-augmented table of each rela-

tion carries the committed row index and the clean indicator. For
example,ˆ︁𝑅3={(1,(10,1),0),(2,(11,4),1),(3,(11,2),1),(4,(15,3),0),(5,(16,5),0)}.
For 𝑜3, the supplied occurrence vector refers to

(2,(2,1),1) ∈ˆ︁𝑅1, (1,(1,11),1) ∈ˆ︁𝑅2, (2,(11,4),1) ∈ˆ︁𝑅3 .
The circuit verifies all three references by lookup, each with the
indicator component fixed to 1. Because a lookup binds the index,
the tuple value and the indicator together, the prover cannot fab-
ricate a tuple, attach a genuine tuple to a false index, or reference
a residual occurrence. For instance, (2,(2,12),1) fails because row
2 of 𝑅2 carries 𝑐 =0, and (1,(9,99),1) fails because row 1 of 𝑅2 is
(1,11).

(2) Join-row assembly. The circuit next checks that the referenced
tuples form a valid join row. On edge (𝑅2,𝑅1), the shared attribute
is 𝐵, and on edge (𝑅2,𝑅3), the shared attribute is 𝐶. For 𝑜3, the
referenced tuples are

𝑡3,1= (2,1), 𝑡3,2= (1,11), 𝑡3,3= (11,4).
They satisfy

𝑡3,1 [𝐵]=1=𝑡3,2 [𝐵], 𝑡3,2 [𝐶]=11=𝑡3,3 [𝐶] .
Agreement on all join-tree edges implies that the three tuples
assemble into one globally consistent join tuple. The output cells
are then wired to the referenced attributes:

𝐴=𝑡3,1 [𝐴]=2, 𝐵=𝑡3,2 [𝐵]=1, 𝐶=𝑡3,2 [𝐶]=11, 𝐷=𝑡3,3 [𝐷]=4.
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Figure 8: Aggregation via tuple multiplicities for SELECT 𝐴, COUNT(*), SUM(𝐷) FROM 𝑅1, 𝑅2, 𝑅3 WHERE 𝑅1 .𝐵 = 𝑅2 .𝐵 AND
𝑅2 .𝐶=𝑅3 .𝐶 GROUP BY 𝐴.

Hence the occurrence vector reproduces exactly 𝑜3 = (2,1,11,4).
Claiming (2,1,11,9) with the same occurrence vector would fail
because 9≠𝑡3,3 [𝐷]=4. Likewise, selecting genuine tuples whose
shared keys disagree would fail the edge equality constraints.

(3) Canonical ordering. The circuit requires the occurrence-vector
encodings to be strictly increasing:

112<113<212<213.

Concretely, it range-checks

enc(𝑣 𝑗+1)−enc(𝑣 𝑗 )−1≥0,
giving

113−112−1=0, 212−113−1=98, 213−212−1=0.
All three checks pass. Because 𝜌 is larger than every possible
tuple index, enc is injective on index vectors. Strict ordering
therefore guarantees that no tuple-occurrence combination is
reported twice. For example, claiming 𝑜2 a second time would
create adjacent encodings 113,113 and require

113−113−1=−1≥0,
which fails. Importantly, the ordering is imposed on occurrence
vectors rather than output values, so two equal-valued output
rows generated by different input occurrences remain valid under
multiset semantics.

(4) Cardinality binding. The multiplicity propagation of Exam-
ple C.1 independently certifies the true number of join occur-
rences. The root tuple (1,11) ∈ 𝑅𝑐2 matches two tuples in 𝑅𝑐1 on
𝐵=1 and two tuples in 𝑅𝑐3 on𝐶=11. Its multiplicity is therefore

𝜇 (1,11)=
(︁
𝜇 (1,1)+𝜇 (2,1)

)︁ (︁
𝜇 (11,4)+𝜇 (11,2)

)︁
= (1+1) (1+1)=4.

Since 𝑅𝑐2 contains only this root tuple and every other row of 𝑅2
carries 𝜇𝑐 =0, the certified join cardinality is∑︁

𝑡 ∈𝑅2
𝜇𝑐 (𝑡)=4.

The circuit compares this value with the public output length
𝑀 =4. Omitting 𝑜4 and claiming only𝑀 =3 rows would therefore
fail the equality check.

The first two checks establish that every claimed row is generated by
a valid combination of genuine clean-tuple occurrences. Canonical
ordering shows that these combinations are pairwise distinct, while
cardinality binding shows that their number equals the total number of

valid join combinations. Therefore, none can be fabricated, duplicated,
or omitted, and the claimed output satisfies the exact multiset equality

{𝑜1,𝑜2,𝑜3,𝑜4}≡𝑅𝑐1 ⊲⊳𝑅𝑐2 ⊲⊳𝑅𝑐3 .

Thus, the claimed output matches Example 6.1, and each cheating
strategy described in Section 6.5 is ruled out by its corresponding
check.

E Projection and Predicates with Clean Relations
Projection. Many analytical queries project the join result onto a sub-
set of attributes (e.g.,SELECT R1.A, R2.B FROM R1 JOIN R2
JOIN R3 ...). In existing ZK database systems, projection is ap-
plied only after the full join is materialized, so the circuit must still
accommodate the entire𝑂 (IN𝑘 ) intermediate. In our framework, the
OBJ produces clean relations R𝑐 that are subsets of the original input
tables. When the query is a free-connex acyclic query—that is, the
output attributes form a connected subset within the join tree—the
final join result can be enumerated directly from the clean relations,
and projection is applied during this enumeration by copying only
the required attribute columns to the output; the claimed (projected)
output is verified against the clean relations by the final join enumer-
ation of Section 6.5. Relations outside the output subtree contribute
only to the gate’s consistency and counting conditions (filtering non-
participating tuples), but their non-key attributes never appear in the
output circuit. Since projection merely selects a subset of columns
from the clean relations and the enumerated output, it introduces no
additional constraints beyond those already required by the One-Pass
OBJ and the final join enumeration.
In-Relation Predicates. Queries frequently include selection pred-
icates on a single relation—for example, WHERE R1.price >
100. Because each such predicate references only attributes within
one input table, it is evaluated per tuple and folded into the clean/residual
split rather than applied to a materialized intermediate: the prover
places tuples that fail the condition in the residual part, and the circuit
certifies that placement. For each tuple 𝑡 of 𝑅𝑖 the circuit certifies the
bit 𝑏 (𝑡) as the exact truth value of the predicate, by a booleanity gate
together with the range check of Section 5.2 on the comparison, and
enforces 𝑐 (𝑡) (1−𝑏 (𝑡)) = 0 against the clean indicator, which is the
predicate requirement that the correctness argument of Appendix F.2
appeals to. The predicate is enforced on the clean side rather than on all
of𝑅𝑖 : a real input contains failing tuples, so requiring𝑝𝑖 of every row of
𝑅𝑖 would be unsatisfiable even for an honest prover. This adds at most
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𝑂 ( |𝑅𝑖 |) constraints per predicated relation, fully absorbed into the
existing𝑂 (IN ) bound. Both root sums in (9) count joins of filtered re-
lations, the input channel being anchored at𝑏 at every tuple, so a tuple
that fails the predicate contributes to neither side and its placement in
the residual part costs nothing. Correctness then follows as in Appen-
dix F.2, whose argument reads R𝑝 for the input instance throughout.
Cross-Relation Predicates. Queries often include selection pred-
icates that reference attributes from multiple relations—for exam-
ple,WHERE R1.price > R2.budget. In existing systems, such
predicates can only be evaluated after materializing the binary join
that brings these attributes together, again requiring𝑂 (IN𝑘 ) worst-
case circuit capacity. In contrast, in our framework, cross-relation
predicates are enforced within the final join enumeration of Sec-
tion 6.5, which assembles each claimed output row from its clean
tuples. For each output tuple—which combines attributes from multi-
ple clean relations—the circuit enforces the predicate as an additional
arithmetic constraint (e.g., a range check for inequality predicates
or an equality gate for exact matches). The predicate selects within
the enumeration rather than shortening it: every clean-join row is
enumerated and carries a satisfaction bit, and the returned answer is
the sub-multiset with the bit set, which is what keeps the cardinality
binding of Section 6.5 exact. An aggregate is no different: a cross-
relation predicate cannot be folded into the clean/residual split of any
single relation, so the aggregate is taken over the same enumerated
rows, weighted by their satisfaction bits, and its cost is the size of that
enumeration rather than the number of groups. The graph queries of
Appendix I.1 are of this form, since their path and cycle patterns carry
vertex-ordering predicates across relations. Since these constraints are
applied per output row, they add at most𝑂 (OUT ) constraints and do
not affect the overall𝑂 (IN+OUT ) complexity. Importantly, no inter-
mediate relation needs to be materialized to evaluate these predicates:
the clean relations already identify which input tuples participate, and
the predicate is checked only on the final combined output.

F Correctness and Obliviousness Analysis
F.1 Two-Pass OBJ
Correctness. To prove that {𝑅𝑐1, ...,𝑅𝑐𝑘 } contains exactly the tuples
participating in the global join, we verify two properties. Note that
these are properties of the verified join result, distinct from the proof-
system-level soundness and completeness defined in Section 3.2.
(1) No false positives (every retained tuple is valid). For each semijoin
gate on edge (𝑃,𝐶), the Membership Check enforces 𝜋𝐾𝑃𝐶 (𝑅′𝑃 ) ⊆
𝜋𝐾𝑃𝐶 (𝑅𝐶 ), so only tuples with matching keys survive. By induction
on the join tree, the bottom-up and top-down passes implement the
Yannakakis semijoin reduction, and the pairwise consistency check
confirms key agreement on every edge. Thus every tuple in 𝑅𝑐𝑖 is fully
connected in the global join.
(2) No false negatives (no valid tuple is discarded). For each semijoin
gate on edge (𝑃,𝐶), the Conservation Check ensures 𝑅𝑃 ≡𝑅′𝑃∪𝑅′′𝑃 (no
tuples lost), and the Non-Membership Check enforces 𝜋𝐾𝑃𝐶 (𝑅′′𝑃 )∩
𝜋𝐾𝑃𝐶 (𝑅𝐶 )=∅. If a matching tuple were placed in 𝑅′′

𝑃
, it would violate

non-membership, a contradiction. Since each gate preserves all valid
tuples and the two-pass reduction is exhaustive for acyclic queries, the
final {𝑅𝑐1,...,𝑅𝑐𝑘 } contains every tuple participating in the global join.
Obliviousness. The OBJ gate achieves obliviousness through data-
independent circuit structuring; each relation occupies a column of

its own public size |𝑅𝑖 |, with no uniform worst-case padding across
relations.

• Structural Uniformity. The number of advice columns, their lengths,
and the polynomial constraints are determined solely by the query,
the public schema, and the public relation sizes {|𝑅1 |,...,|𝑅𝑘 |}. The
wiring of the permutation and lookup arguments is fixed at compile
time and does not branch on tuple values.
• Data Hiding via Private Witness. Tuple values are hidden by the

zero-knowledge property of the underlying commitment scheme
(IPA commitments in Halo2). The prover supplies the per-edge
partition (𝑅′𝑖 ,𝑅′′𝑖 ) as private witnesses, so the verifier sees only com-
mitments to columns of public length |𝑅𝑖 | without learning their
contents.
• Cardinality Hiding. The split sizes |𝑅′𝑖 | and |𝑅′′𝑖 | are data-dependent,

but together they occupy exactly |𝑅𝑖 | rows, a public quantity. Their
individual values appear only as positions within these |𝑅𝑖 |-row
columns and are masked by the private witness, so the verifier learns
nothing about join selectivity or intermediate join cardinalities.

F.2 One-Pass OBJ
Correctness. We prove that R𝑐 is the fully reduced instance, i.e.,
𝑅𝑐𝑖 ≡𝑅★𝑖 as multisets for every 𝑖, where R★ = {𝑅★1 ,...,𝑅★𝑘 } is the fully
reduced instance of the predicate-filtered query, i.e., 𝑅★𝑖 holds the
occurrences of 𝑅𝑝

𝑖
that extend to a full join row. Because relations

are bags, the argument is carried out over tuple occurrences rather
than tuple values: an occurrence is a row of an input relation, and an
occurrence combination is a vector (𝑟1,...,𝑟𝑘 ) of rows, one per relation,
agreeing on every join key and each satisfying its own in-relation
predicate. Write Ω for the set of occurrence combinations of R𝑝 and
Ω𝑐 for those all of whose rows lie in the clean parts. By (7) a clean
occurrence is an occurrence of 𝑅𝑖 , and by the predicate requirement,
the constraint 𝑐 (𝑡) (1−𝑏 (𝑡))=0 that the circuit enforces on every row
of a predicated relation (Appendix E), it satisfies its predicate, so it
is an occurrence of 𝑅𝑝

𝑖
; hence Ω𝑐 ⊆Ω. Because the indices in ˆ︁𝑅𝑖 are

distinct, the single Conservation Check behind (7) already rules out an
occurrence being fabricated, lost, duplicated, or counted on both sides,
so no separate disjointness condition is needed. The check is also what
makes the partition well defined. The prover supplies the two parts
as separate witness columns whose entries carry the constant 1 and
the constant 0 in the indicator position, so matching a committed row
(ℓ,𝑡ℓ ,𝑐 (𝑡ℓ )) against one of them forces 𝑐 (𝑡ℓ ) to be boolean and to equal
the tag of the part the row was placed in. Booleanity is not cosmetic
here: 𝑐 is multiplied into the counts below as an anchor, and an advice
value outside {0,1} would scale a clean-side multiplicity and let an
occurrence hidden in a residual part be compensated for. The check
also fixes one partition for the whole gate, since (8), (9) and the enu-
meration of Section 6.5 all read the split through that same 𝑐 column.
As with the Two-Pass variant, the analysis concerns the verified join
result, not the proof system itself: each condition is enforced by a
permutation, lookup or sort argument that is sound up to the negligible
error of Section 3.2, so the gate inherits that error by a union bound.

The two annotations that (9) compares are two instances of one
mechanism. On the committed rows an instance is named by a boolean
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indicator, its anchor 𝑎, and the propagation is run in the anchored form

𝜇𝑎 (𝑡𝑖 ) =𝑎(𝑡𝑖 )
∏︂

𝑅 𝑗 child of𝑅𝑖

𝜎𝑎𝑗 (𝑡𝑖 ), 𝜎𝑎𝑗 (𝑡𝑖 ) =
∑︁
𝑡 𝑗 ∈𝑅 𝑗

𝜋𝐾𝑖 𝑗 (𝑡 𝑗 )=𝜋𝐾𝑖 𝑗 (𝑡𝑖 )

𝜇𝑎 (𝑡 𝑗 ),

with 𝑎=𝑐 on the clean channel and 𝑎=𝑏 on the input channel, 𝑏 ≡ 1
on a relation carrying no predicate. The sums range over all of 𝑅 𝑗 and
a row outside the instance carries 𝜇𝑎 =0, so every column keeps its
committed height and none is shortened to the secret clean cardinality;
this is the form in which the per-edge checks of Section 6.3, written
there over the clean parts, are realized. The recursion is started by one
equality per leaf row and channel, pinning 𝜇𝑎 (𝑡)=𝑎(𝑡) at the leaves.
That base case is what the induction below rests on: the per-edge
checks fix each parent’s annotation as a product of certified grouped
sums but constrain the leaves not at all, and a prover free to inflate a
leaf multiplicity could raise the clean root sum to cover an occurrence
hidden in a residual part.

The two root sums that (9) compares are indeed |Ω𝑐 | and |Ω |: by
the propagation of Section 6.3, whose per-edge checks certify each
factor as the grouped sum of the child multiplicities over the merged
key columns and whose anchors are multiplied in at every node, the
annotations are determined bottom-up and neither a reweighting of
the factors nor an inflation of a child multiplicity is available, so by
induction 𝜇𝑐 (𝑡) = 𝑐 (𝑡) ·𝑛𝑐 (𝑡) and 𝜇all (𝑡) =𝑏 (𝑡) ·𝑛𝑝 (𝑡), where 𝑛𝑐 (𝑡)
and 𝑛𝑝 (𝑡) count the extensions of 𝑡 into its subtree through clean and
through predicate-satisfying rows respectively. Summing over the
root relation gives |Ω𝑐 | and |Ω |. Since Ω𝑐 ⊆Ω, a subset of equal finite
cardinality is the whole set, so (9) forces Ω𝑐 =Ω. The comparison
is an equality of field elements and is an equality of the two counts
because both are at most

∏︁
𝑖 |𝑅𝑖 |, far below the modulus of the Pasta

scalar field, so neither sum wraps.
(1) No false positives (every clean tuple is valid). (8) enforces that for
every edge (𝑅𝑖 ,𝑅 𝑗 ) in the join tree, 𝜋𝐾𝑖 𝑗 (𝑅𝑐𝑖 )=𝜋𝐾𝑖 𝑗 (𝑅𝑐𝑗 ). For an acyclic
query on a join tree, pairwise consistency on every edge implies global
consistency [9], so every tuple of every𝑅𝑐𝑖 extends to a full join row of
R𝑐 , and by the predicate requirement that row is also a join row ofR𝑝 .
Participation depends only on the tuple value, and 𝑅𝑐𝑖 ⪯𝑅

𝑝

𝑖
, so 𝑅𝑐𝑖 ⪯𝑅★𝑖 .

(2) No false negatives (no valid tuple is hidden). (9) gives Ω𝑐 =Ω. Now
let 𝑟 be any row of 𝑅𝑖 whose tuple lies in 𝑅★𝑖 . Then 𝑟 appears in some
combination 𝜏 ∈Ω, hence 𝜏 ∈Ω𝑐 , and every row of a combination of
Ω𝑐 lies in the clean parts, so 𝑟 ∈𝑅𝑐𝑖 . Every participating occurrence is
therefore clean, giving 𝑅★𝑖 ⪯𝑅𝑐𝑖 ; with part (1) this proves 𝑅𝑐𝑖 ≡𝑅★𝑖 .

Working over occurrences rather than values is what makes this
hold under bag semantics. If 𝑅𝑖 holds a participating tuple twice, each
copy is its own indexed occurrence; hiding one removes exactly its
combinations from Ω𝑐 , and no rearrangement of the partition can
compensate, since Ω𝑐 never exceeds Ω. The value-level ambiguity
that forces a separate disjointness condition on an unindexed split
cannot arise.

The counting formulation is also what makes the argument work
where a traversal of the residual side does not. A participating oc-
currence moved to the residual part may leave every one of its join
partners clean, in which case it is invisible to any condition phrased
over the residual rows alone; what it cannot do is leave the number
of join occurrences unchanged.

Completeness. An honest prover places exactly the participating
occurrences of the filtered query in the clean parts and satisfies all

three conditions: (7) holds because that assignment is a partition of
the occurrences, and the predicate requirement because participating
rows satisfy their predicates; (8) holds because the fully reduced in-
stance is pairwise consistent; and (9) holds because the rows of R𝑝
outside R★ take part in no occurrence combination, so placing them
in the residual parts leaves Ω unchanged and R𝑐 =R★ gives Ω𝑐 =Ω.
Obliviousness. The One-Pass OBJ maintains obliviousness under the
same principles:

• For each node 𝑅𝑖 , the prover supplies ˆ︁𝑅𝑐𝑖 and ˆ︁𝑅𝑟𝑖 as private wit-
nesses. Since the partition is exhaustive, the two parts together
occupy exactly |𝑅𝑖 | rows, which is public; the split sizes are hidden
within these rows and inaccessible to the verifier through the zero-
knowledge commitments, so the verifier learns nothing about how
many rows survive.
• The three conditions (7)–(9) are enforced by Permutation Argu-

ments, gated Membership Checks, and the sorted pass and lookup
of the Cardinality Preservation Check, whose circuit layouts de-
pend only on the public sizes {|𝑅1 |,...,|𝑅𝑘 |}; the fixed selectors that
confine lookup expressions to the real rows are determined by the
query and those sizes alone. The verifier’s computational path is
constant and independent of the clean/residual ratio, so the query
selectivity is never leaked through the circuit.
• The additional witness data of (9), two multiplicities per row of R,

occupies advice columns of the same public height as the relations
themselves and is hidden by the zero-knowledge property, exactly
as the partition is. The two root sums are compared inside the circuit
and neither is exposed, so (9) itself discloses nothing. What the
query already reveals is unchanged by it: a plain join returns its
rows, a COUNT(*) aggregate returns the join size by definition, and
a grouped COUNT reveals it as the sum of its groups, whereas a
SUM aggregate reveals neither.

F.3 Join Results Enumeration
Correctness. The target is𝑂 ≡ 𝐽 (R𝑐 ), the join of the clean relations
certified by either OBJ variant. Identify each occurrence of 𝐽 (R𝑐 )
with the vector of row indices that generates it; distinct vectors give
distinct occurrences even when the tuples coincide, which is what
makes the target a multiset statement rather than a set one.

Occurrence binding forces every pair (idx 𝑗,𝑖 ,𝑡 𝑗,𝑖 ) to name a gen-
uine clean occurrence at its committed index, and join-row assembly
forces the 𝑘 named tuples to agree on every tree edge; by the running-
intersection property they therefore form an occurrence of 𝐽 (R𝑐 ), and
𝑜 𝑗 is wired to be that row. Every claimed row is thus an occurrence of
𝐽 (R𝑐 ), which rules out spurious and misassembled rows. Canonical
ordering makes the𝑀 index vectors pairwise distinct, so the claimed
rows are 𝑀 distinct occurrences and 𝑂 ⪯ 𝐽 (R𝑐 ) with 𝑀 ≤ |𝐽 (R𝑐 ) |.
Cardinality binding gives 𝑀 = |𝐽 (R𝑐 ) |, and a sub-multiset of equal
cardinality is the whole, so𝑂 ≡ 𝐽 (R𝑐 ). Conversely an honest prover
meets all four checks, so the enumeration is complete as well as sound.
Obliviousness. The occurrence vectors and the index-augmented
tables are private witness columns hidden by the zero-knowledge
property, and the circuit layout depends only on the public sizes
|𝑅1 |,...,|𝑅𝑘 | and on the public length𝑀 of the enumeration; what the
enumeration covers, and hence what𝑀 counts, is stated in Appendix E
for queries carrying a cross-relation predicate.
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G Detailed Complexity Analysis
This appendix gives the full constraint-cost derivation. Instead of
padding every relation to a uniform capacity, we keep each relation
at its actual public size |𝑅𝑖 | and express every cost as a function of
these sizes. All totals are then expressed in terms of the total input
size IN =

∑︁𝑘
𝑖=1 |𝑅𝑖 |.

G.1 Primitive Costs
Let 𝐵=64 denote the key bit width and 𝑏=8 the range-check chunk
size, giving 𝑡 = ⌈𝐵/𝑏⌉=8 range-check chunks per value. Since every
column length is at most IN , each primitive check runs in 𝑂 (IN )
constraints; we spell out the per-column expression to expose the
constant factors used later.
• Conservation Check (permutation argument verifying multi-

set equality of two columns of the same length𝑛):𝑛 constraints,
hence𝑂 (IN ).
• Membership Check with witness column𝑋 and table column
𝑌 (Plookup): max( |𝑋 |,|𝑌 |) constraints, hence𝑂 (IN ).
• Non-Membership Check on columns𝑋 and𝑌 via merge-and-

sort has two parts:
– a permutation argument binding the prover-supplied sorted

sequence to the merge of𝑋 and𝑌 : |𝑋 |+ |𝑌 | constraints;
– a sortedness proof range-checking consecutive differences:
𝑡 ( |𝑋 |+ |𝑌 |)=8( |𝑋 |+ |𝑌 |) constraints.

Standalone, a Non-Membership Check thus costs 9 ( |𝑋 | +
|𝑌 |)=𝑂 (IN ). When the gate already contains a Conservation
Check (a permutation argument on the same rows), the Non-
Membership permutation merges with it under PLONKish’s
global permutation argument, so only the 8( |𝑋 |+ |𝑌 |)=𝑂 (IN )
sortedness cost is added on top.

G.2 Semijoin Gate Cost
A semijoin gate SJ𝑖→𝑗 verifying the partition of 𝑅𝑖 against 𝑅 𝑗 invokes:

(1) Conservation on 𝑅𝑖 vs. 𝑅′𝑖 ∪𝑅′′𝑖 : |𝑅𝑖 | constraints.
(2) Membership𝜋𝐾𝑖 𝑗 (𝑅′𝑖 ) ⊆𝜋𝐾𝑖 𝑗 (𝑅 𝑗 ):max( |𝑅′𝑖 |,|𝑅 𝑗 |) ≤max( |𝑅𝑖 |,|𝑅 𝑗 |)

constraints.
(3) Non-Membership 𝜋𝐾𝑖 𝑗 (𝑅′′𝑖 ) ∩𝜋𝐾𝑖 𝑗 (𝑅 𝑗 ) =∅: because the gate

already contains a Conservation permutation, only the sorted-
ness cost is added: 8( |𝑅′′𝑖 |+ |𝑅 𝑗 |) ≤8( |𝑅𝑖 |+ |𝑅 𝑗 |) constraints.

Summing:

C(SJ𝑖→𝑗 ) ≤ |𝑅𝑖 |+max( |𝑅𝑖 |,|𝑅 𝑗 |)+8( |𝑅𝑖 |+ |𝑅 𝑗 |) =𝑂 ( |𝑅𝑖 |+ |𝑅 𝑗 |) .
(10)

G.3 Two-Pass OBJ Total
The Two-Pass OBJ applies one semijoin gate per edge in each of the
bottom-up and top-down passes, for 2(𝑘−1) gates total. Summing
(10) over all edges:

C2-Pass ≤ 2
∑︁
(𝑃,𝐶 ) ∈𝑇

𝑂
(︁
|𝑅𝑃 |+ |𝑅𝐶 |

)︁
=𝑂

(︄∑︁
𝑣∈𝑇

deg(𝑣) |𝑅𝑣 |
)︄
,

where deg(𝑣) is the degree of node 𝑣 in the join tree. Since
∑︁
𝑣deg(𝑣)=

2(𝑘−1), we have
∑︁
𝑣deg(𝑣) |𝑅𝑣 | ≤𝑑maxIN where 𝑑max =max𝑣deg(𝑣).

For a fixed query (constant 𝑘 , constant tree shape):

C2-Pass =𝑂 (IN ).

G.4 Multiplicity Propagation and Aggregation Cost
The propagation of Section 6.3 traverses each tree edge once. Per
edge (𝑅𝑖 ,𝑅 𝑗 ) it sorts 𝑅 𝑗 by 𝐾𝑖 𝑗 , at |𝑅 𝑗 | for the permutation binding
plus 8|𝑅 𝑗 | for the sortedness proof; scans the sorted rows to emit the
per-key sums, at one boundary constraint and one running addition
per row, i.e., 2 |𝑅 𝑗 |; performs one lookup per parent row against the
key-indexed table, |𝑅𝑖 |; and folds each result into a running product,
|𝑅𝑖 |, plus one equality per row to seat that running product at the row’s
anchor, which at a leaf, having no child to fold in, is the whole of
𝜇𝑎 . The heights are the committed ones throughout, since the clean
cardinality is secret and no column may be shortened to it. The three
checks are written in Section 6.3 over the clean parts, as the Two-Pass
OBJ materializes them; when the clean instance is given instead by the
indicator on the committed rows, they run unchanged over those rows
with the anchor multiplied in at every node, a deselected row carrying
𝜇 =0 and entering no per-key sum. Under |𝑅𝑖 |= |𝑅 𝑗 |=𝑁 this is 13𝑁
per edge, so the propagation costs 13(𝑘−1)𝑁 =𝑂 (IN ) over the tree,
and the operator consuming it adds only its own read-off. Both OBJ
variants hand over the sameR𝑐 and so face the same figure; they differ
in when they pay it, which is what the comparison below turns on.

The aggregation of Section 6.4 is that propagation run on the clean
channel, plus a read-off at the root. Per edge (𝑅𝑖 , 𝑅 𝑗 ) it therefore
costs one sort gate, 𝑂 ( |𝑅 𝑗 |), one group-by gate, 𝑂 ( |𝑅 𝑗 |), and one
lookup for the multiplicity transfer,𝑂 ( |𝑅𝑖 |+ |𝑅 𝑗 |), at the committed
heights above; the final aggregate is one weighted sum over the root
relation. Summed over the 𝑘−1 edges, the total constraint count is
𝑂 (IN +OUT ), where IN =

∑︁
𝑖 |𝑅𝑖 | and OUT is the size of the final

aggregated query output. Under the One-Pass OBJ this traversal is
the one (9) already runs, so the aggregate adds only the read-off.

G.5 Join Results Enumeration Cost
The join results enumeration of Section 6.5 adds the following on
top of whichever OBJ total applies. Occurrence binding performs
one lookup per relation between the index-augmented table and the
𝑀 witness references, costing 𝑂 ( |𝑅𝑖 | +𝑀) constraints per relation,
i.e.,𝑂 (IN+OUT ) over all 𝑘 relations. Join-row assembly adds (𝑘−1)
equality constraints per output row for key agreement plus 𝑂 (1)
constraints per output attribute for row reproduction, and canonical
ordering adds one linear packing gate per output row and𝑀−1 sort-
gate comparisons, all𝑂 (OUT ) for a fixed query. Cardinality binding
reuses the multiplicity propagation at its𝑂 (IN ) cost (Appendix G.4),
plus a single equality constraint; with the One-Pass OBJ that propaga-
tion is already produced by (9), so the binding costs only the equality.
The total is therefore𝑂 (IN+OUT ), matching the overall OBJ bound.

G.6 One-Pass OBJ Total
The One-Pass OBJ enforces three conditions over the prover-supplied
indexed partition (ˆ︁R𝑐 ,ˆ︁R𝑟 ). Because the occurrences are index-tagged,
condition (7) is certified by a Conservation Check alone, with no
accompanying Non-Membership Check.

(1) Conservation (𝑘 checks). One Conservation Check per relation,
between ˆ︁𝑅𝑖 and the concatenation of the two parts, at |𝑅𝑖 | constraints
each:

𝑘∑︁
𝑖=1
|𝑅𝑖 | = IN .



Conference’17, July 2017, Washington, DC, USA Binbin Gu, Yihua Hu, and Wei Dong

Because the occurrences are index-tagged, no Non-Membership
Check accompanies it, and the 8IN that a value-level split pays dis-
appears, its permutation merging with the Conservation Check on the
same rows. The entries of the two parts carry the constant tags 1 and
0 in the indicator position, so the same permutation also forces 𝑐 to
be boolean on every committed row and no separate booleanity gate
is charged. The predicate gate and the certification of 𝑏 apply only
to relations carrying a predicate and are charged with the predicate
handling of Appendix E.

(2) Pairwise Consistency (2(𝑘−1) checks). For every edge (𝑅𝑖 ,𝑅 𝑗 ),
two Membership Checks verify set equality on the shared key. Each
costs max( |𝑅𝑖 |, |𝑅 𝑗 |) constraints, plus one gating product per row to
form 𝑐 (𝑡) (𝑡 [𝐾𝑖 𝑗 ]+1) on each side. The shift by one keeps 0 clear of
every real key, and one reserved residual row per relation keeps 0
present in both tables, so the two mutual checks stay satisfiable when
a relation happens to be entirely clean. Total:

𝑂
©­«

∑︁
(𝑖, 𝑗 ) ∈𝑇

( |𝑅𝑖 |+ |𝑅 𝑗 |)ª®¬ =𝑂 (IN ).
This step cannot be omitted: part (1) of the correctness argument rests
on it, and the standalone clean-side propagation of Appendix G.4 re-
lies on it to guarantee that every clean parent key has a matching child,
so its per-key table can be built from the child keys alone; the fused
pass of (3) below instead reads both channels from one merged-key
table.

(3) Cardinality Preservation (one fused counting pass). Per tree
edge (𝑅𝑖 ,𝑅 𝑗 ) the fused pass merges the key columns of 𝑅𝑖 and 𝑅 𝑗 and
proves the merge sorted, at |𝑅𝑖 |+ |𝑅 𝑗 | for the permutation binding plus
8( |𝑅𝑖 |+ |𝑅 𝑗 |) for the sortedness proof. One scan over the merged rows
then emits both per-key sums, at one boundary constraint and two
running additions per row, i.e., 3( |𝑅𝑖 |+ |𝑅 𝑗 |). Each merged row carries
a side tag that the two additions multiply in, so only child rows enter
the sums; merging the parent keys is also what gives every parent
row an entry to look up, with 𝜎 =0 on a key that no child row carries,
and each parent’s two running products are seated at its own anchor
rather than at 1. Each parent tuple performs one lookup of the pair
against the merged table, |𝑅𝑖 |+ |𝑅 𝑗 |, and folds the two results into its
two running products, 2|𝑅𝑖 |. Under |𝑅𝑖 |= |𝑅 𝑗 |=𝑁 this is 28𝑁 per edge
for both counts, plus one equality per row and channel to seat each
running product at the row’s anchor, 2𝑁 per relation, which at a leaf
is the whole of 𝜇𝑎 . The single-channel propagation of Appendix G.4
accounts for 13𝑁 of that, leaving 15𝑁 as what (9) adds on top of a pass
the query already runs; the comparison below uses this split. Summed
over the tree:

𝑂
©­«

∑︁
(𝑖, 𝑗 ) ∈𝑇

( |𝑅𝑖 |+ |𝑅 𝑗 |)ª®¬ =𝑂 (IN ).
Total. Summing the three components above:

C1-Pass = IN+𝑂 (IN )+𝑂 (IN ) =𝑂 (IN ).

G.7 Comparison
Both variants achieve 𝑂 (IN ) circuit complexity, so the advantage
of the One-Pass OBJ lies in the constant factor. Under uniform
relation sizes |𝑅𝑖 | = 𝑁 with IN = 𝑘𝑁 , each semijoin gate costs

𝑁 + 𝑁 + 8 ·2𝑁 = 18𝑁 , while a clean-side propagation costs 13𝑁
per edge, the fused two-channel pass 28𝑁 , and a Conservation Check
𝑁 per relation. Pairwise consistency is the same 2(𝑘−1)Membership
Checks in both variants, up to the gating products of the indicator
realization, and cancels throughout.

Gate cost. Counting only what each variant spends to certify R𝑐 :

Cgate2-Pass=36(𝑘−1)𝑁 = (36𝑘−36)𝑁,

Cgate1-Pass=𝑘𝑁 +28(𝑘−1)𝑁 = (29𝑘−28)𝑁 .

The One-Pass is the cheaper gate for every𝑘≥2, by (7𝑘−8)𝑁 : certify-
ing a claimed reduction costs less than recomputing one, because the
partition is certified by one permutation per relation and its complete-
ness by a count. The per-edge view is the split in (3) above, where 13𝑁
of the fused pass is a clean-side propagation and only the remaining
15𝑁 is what (9) adds, against the 18𝑁 of the semijoin gate it replaces.

Total cost. No query stops at the gate. Aggregation reads the mul-
tiplicities at the root and the final join enumeration binds𝑀 against
the root sum, so every query pays for one clean-side propagation,
13(𝑘−1)𝑁 . The Two-Pass pays it after the gate; the One-Pass has al-
ready produced it as one channel of its fused pass, which is the reason
(9) is certified by comparing root sums. Charging it where it falls:

C2-Pass= (49𝑘−49)𝑁, C1-Pass= (29𝑘−28)𝑁,

so the One-Pass saves (20𝑘−21)𝑁 constraints. Anchoring costs one
equality per row on each channel; the clean-side half is shared with
the operator, so (9) carries only the input-side half, 𝑁 per relation and
𝑘𝑁 over the tree. Charging it against the margin leaves (19𝑘−21)𝑁 ,
positive for every 𝑘≥2. The One-Pass is ahead at the gate and further
ahead in total, and the 13(𝑘−1)𝑁 it never spends twice is what turns
the gate margin into the total one.

The saving decomposes exactly into the two structural differences.
The top-down pass, 18𝑁 per edge or (18𝑘−18)𝑁 in total, is replaced
by the 𝑘 Conservation Checks at 𝑘𝑁 : over index-tagged occurrences
the merge-and-sort Non-Membership Checks are unnecessary, sav-
ing (17𝑘−18)𝑁 . The bottom-up pass together with the propagation,
18𝑁 +13𝑁 =31𝑁 per edge, is replaced by the single fused pass at 28𝑁 ,
saving (3𝑘−3)𝑁 . Most of the margin therefore comes from replacing
the top-down pass with the indexed partition; the fusion contributes
the smaller term. The One-Pass also materializes no intermediate
reduced relations, operating directly on the prover-supplied partition.

Aggregate queries and plain joins. The two consumers ofR𝑐 differ
in what they read but not in the margin. An aggregate reads the mul-
tiplicities at the root to form its SUM or COUNT, adding the grouped
read-off. A plain join reads only the root sum, to bind𝑀 , and adds the
occurrence binding, join-row assembly and canonical ordering of Ap-
pendix G.5. In both cases the added term is a function of the certified
clean instance and𝑀 alone, which the two variants determine identi-
cally, so it cancels and the saving stays (20𝑘−21)𝑁 . What changes is
its weight. For an aggregate,OUT is the number of groups and the gate
dominates the proof, so the saving is most of the difference between
the variants. For a plain join, OUT is the join size and may exceed IN ,
leaving the same absolute saving as a smaller fraction of the whole.
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Two further savings follow for the One-Pass alone: COUNT(*) is the
clean-side root sum that (9) has already certified, so it costs nothing be-
yond the gate, and the cardinality binding of the final join enumeration
reduces to a single equality constraint rather than a propagation.

H Differential Privacy Framework for Cyclic Joins
Section 7.1 introduced the Tree-Decomposed Join Gate (TDJ) and, as
an optional relaxation applied on top of its fully oblivious construc-
tion, allowed each intra-cluster witness column to replace worst-case
padding with a DP-guided upper bound on the true cardinality. This
appendix provides the formal underpinning for that construction. Ap-
pendix H.1 formalizes the connection between obliviousness and
differential privacy, unifying full obliviousness and its DP-based re-
laxation on a single (𝜖,𝛿)-obliviousness spectrum. Appendix H.2 then
instantiates this spectrum for cyclic joins, specifying the concrete
one-sided noise mechanism TDJ uses and analyzing its privacy and
correctness. Appendix H.3 discusses why extending PoneglyphDB
with the same DP relaxation would remain substantially more expen-
sive than VPJoin+DP.

H.1 Obliviousness and Differential Privacy
Continuing from Section 7.1, worst-case intra-cluster padding is
still far from satisfactory: for queries with non-trivial treewidth, the
𝑂 (IN𝑤) padding can remain prohibitively expensive. This cost is not
incidental to our realization but an inherent consequence of requir-
ing full obliviousness: since the witness capacity allocated to each
intermediate is part of the public circuit (see Section 3.2), it must
be fixed independently of the database, otherwise a curious verifier
could read off the true intermediate cardinalities directly from the
published circuit. OBJ on acyclic queries satisfies this requirement
essentially for free, since the circuit avoids materializing interme-
diate joins altogether. For cyclic queries, however, the intra-cluster
intermediates introduced by tree decomposition have data-dependent
cardinalities, so preserving full obliviousness forces each intra-cluster
witness capacity to be padded to its worst case,𝑂 (IN𝑤).

To achieve a more favorable intermediate size, and hence more
efficient proving, a principled relaxation of full obliviousness is nec-
essary. DP is a natural candidate precisely because it shares the same
structural form as full obliviousness: both are constraints on how
much a mechanism’s output varies when the input database changes
by a single record. Full obliviousness demands that the output be
identical for any two neighboring databases, whereas DP relaxes
“identical” to “probabilistically indistinguishable within a quantifi-
able (𝜖,𝛿) budget.” This shared form lets us place the two notions on
a single spectrum of structural leakage, which we formalize next.

DEFINITION 4 (DIFFERENTIAL PRIVACY). A randomized mech-
anismM satisfies (𝜖,𝛿)-differential privacy [16] if for any two neigh-
boring databases𝐷1,𝐷2 that differ by a single record and any set of
outcomes 𝑆 ,

Pr[M(𝐷1) ∈𝑆] ≤ 𝑒𝜖 ·Pr[M(𝐷2) ∈𝑆]+𝛿.

The privacy budgets (𝜖,𝛿) control the level of the privacy guarantee,
where smaller values correspond to stronger privacy protection.
Embedding full obliviousness into a DP framework. Oblivious-
ness itself is a deterministic notion: it is defined purely by requiring
identical circuits across same-parameter databases. However, we can

embed it into a DP framework so that full obliviousness and a DP-
based relaxation sit on a single spectrum. View the circuit generator
G(·) as a mechanism from databases to circuits. It can be shown
that any G(·) satisfying full obliviousness is (0,0)-DP: since G(·)
produces the same output on any two databases sharing the same
public parameters, we have Pr[G(𝐷1) ∈𝑆]=Pr[G(𝐷2) ∈𝑆] for every
neighboring pair 𝐷1,𝐷2 and every set 𝑆 . As a result, we propose to
unify full obliviousness and its DP-based relaxation under a single
notion, which we call (𝜖,𝛿)-obliviousness: a circuit generator G(·)
is (𝜖,𝛿)-oblivious whenever it satisfies (𝜖,𝛿)-DP as a mechanism
from databases to circuits. This yields a unified spectrum of structural
leakage parameterized by (𝜖,𝛿):

• 𝜖=0, 𝛿 =0 (deterministic): full obliviousness, where circuit dimen-
sions are fully data-independent (with worst-case padding).
• 0<𝜖 <∞, 𝛿 negligible: DP-guided relaxation, where circuit capac-

ities satisfy (𝜖,𝛿)-DP.
• 𝜖→∞: no privacy, where capacities equal the true cardinalities.

We emphasize that (𝜖,𝛿) parameterize the relaxation, not oblivious-
ness itself: full obliviousness remains a deterministic equality-based
notion. Within this framework, ZK protects the content of witness
columns, while DP relaxes full obliviousness on the observable circuit
dimensions and still ensures formal privacy. We instantiate the middle
regime next.

H.2 DP-Guided Relaxation for Cyclic Joins
With the DP-guided relaxation of full obliviousness (Appendix H.1),
we are now able to set each intra-cluster circuit capacity to a data-
dependent upper bound on the true cardinality, rather than its worst-
case bound 𝑂 (IN𝑤). The capacity must upper-bound the true size,
since underestimating would discard valid tuples and break correct-
ness. To guarantee this upper-bound property while still providing
formal privacy, we adopt the one-sided noise mechanism of Wang et
al. [45], which yields (𝜖,𝛿)-DP on the released capacity and ensures
privacy of the intermediate cardinalities.

Incentive-aligned privacy model. A key observation is that in our
ZK database setting, the DP noise protects the prover’s own data
from the verifier. This creates a natural alignment of incentives: any
manipulation of the DP mechanism—using too little noise, too much
noise, or incorrect sensitivity estimates—harms only the prover, ei-
ther through privacy loss or increased computation. The verifier is
unaffected, since it only cares about the correctness of the final query
result, not the intermediate sizes. This incentive alignment allows us
to omit in-circuit verification of DP parameters entirely: the circuit
need not prove that noise was sampled correctly or that 𝜖 meets any
threshold. These are the prover’s concern alone.

DP upper bound realization. To obtain the DP upper bound on
the cardinality of the in-cluster join result𝑚, we adopt the one-sided
noise mechanism [45], which guarantees that the introduced DP noise
is non-negative. The noise scale is computed from the maximum
frequency of each relation, following the analysis in [14]. To preserve
privacy during the computation of the noisy scale, these maximum
frequencies must themselves be made DP-compliant, again by apply-
ing the one-sided noise mechanism. We denote the resulting DP upper
bound on𝑚 by ˜︁𝑚. By construction, ˜︁𝑚≥𝑚 while preserving (𝜖,𝛿)-DP.
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Circuit realization. The circuit implementation is straightforward.
The prover sets each intra-cluster witness column capacity to the
noisy bound. The circuit processes all rows uniformly, using standard
“is_dummy” selector columns to exclude padding from downstream
computations. No additional constraints are needed for the DP mech-
anism itself. The sampling and calibration are therefore an offline
prover-side routine rather than part of the circuit. That routine ships
with the artifact and its random seed is fixed, so the released capacities
can be regenerated and checked against the ones the reported circuits
use.

Correctness. The correctness of TDJ follows from two indepen-
dent arguments. First, the inter-cluster join is verified by the One-Pass
OBJ (Section 6.3), whose correctness is established in Appendix F.2.
Second, each intra-cluster join is verified using binary join gates [26]
that enforce key matching via lookup arguments. The DP mechanism
affects only the capacity (padding size) of the intra-cluster witness
columns, not the correctness constraints themselves: the one-sided
noise guarantees ˜︁𝑚 ≥𝑚, so all valid tuples fit within the allocated
capacity and no results are lost.

H.3 Comparison with
a Hypothetical PoneglyphDB+DP Extension

R2.O1 Since DP-guided padding relaxes full obliviousness, a natural ques-
tion is whether the baseline could benefit equally: one could imagine
extending PoneglyphDB with the same relaxation, replacing each
worst-case-padded intermediate of its binary-join chain with a DP
upper bound on the intermediate’s cardinality. Such a hypothetical
PoneglyphDB+DP extension would remain substantially slower than
VPJoin+DP for cyclic joins, for two reasons rooted in how the two
systems structure the join.

First, the noise magnitude scales with the join sensitivity. Poneg-
lyphDB must decompose the whole 𝑘-way join into 𝑘−1 binary joins
and release a DP-protected capacity after each of them. Because a
single input tuple can join with tuples in every downstream relation,
the sensitivity of a deep intermediate grows exponentially with the
number of joins below it, so PoneglyphDB’s noise must be calibrated
to the sensitivity of (up to) the full𝑘-way join. VPJoin, in contrast, con-
fines materialization to the small clusters of the decomposition tree:
inside a cluster it uses the same binary-join gates as PoneglyphDB,
but the inter-cluster joins are verified by OBJ without materializing
any intermediate. Consequently, VPJoin only adds noise proportional
to the sensitivity of a partial join, i.e., the join inside a single cluster,
which is far smaller.

Second, the privacy budget must stretch much further in Poneg-
lyphDB+DP. Because PoneglyphDB forms a chain of binary joins,
a tuple in one relation is involved in all 𝑘−1 of them, so the overall
(𝜖,𝛿) budget must be divided across all 𝑘−1 releases. A larger sensi-
tivity or a smaller per-step privacy budget directly increases the DP
noise added to each intermediate capacity; since the circuit must be
padded to this noisy upper bound, more noise means more dummy
rows, a larger circuit, and therefore a longer proving time. VPJoin
materializes only a small constant number of clusters, so its budget
is split only a few ways. Together, these two effects imply that the gap
between the two systems grows with the join depth 𝑘 even when both
are granted the same DP relaxation.

I Queries
The complete 4 graph queries are shown below:

I.1 Graph Queries
GQ 1: 3-way path.

SELECT COUNT(*) AS cnt

FROM Edge r1

JOIN Edge r2 ON r1.dst = r2.src

JOIN Edge r3 ON r2.dst = r3.src

WHERE r1.src < r2.src AND r2.src < r3.src;

GQ 2: 4-way path.

SELECT COUNT(*) AS cnt

FROM Edge r1

JOIN Edge r2 ON r1.dst = r2.src

JOIN Edge r3 ON r2.dst = r3.src

JOIN Edge r4 ON r3.dst = r4.src

WHERE r1.src < r2.src

AND r2.src < r3.src

AND r3.src < r4.src;

GQ 3: 3-way cycle.

SELECT COUNT(*) AS cnt

FROM Edge r1

JOIN Edge r2 ON r1.dst = r2.src

JOIN Edge r3 ON r2.dst = r3.src

AND r3.dst = r1.src

WHERE r1.src < r2.src AND r2.src < r3.src;

GQ 4: 4-way cycle.

SELECT COUNT(*) AS cnt

FROM Edge r1

JOIN Edge r2 ON r1.dst = r2.src

JOIN Edge r3 ON r2.dst = r3.src

JOIN Edge r4 ON r3.dst = r4.src

AND r4.dst = r1.src

WHERE r1.src < r2.src

AND r2.src < r3.src

AND r3.src < r4.src;

I.2 Cyclic Query Decomposition
We describe how the three cyclic queries (Q5, GQ3, GQ4) are decom-
posed into acyclic cluster trees for the TDJ gate (Section 7.1).

TPC-H Q5. We abbreviate the six tables as𝐶 (customer),𝑂 (or-
ders), 𝐿 (lineitem), 𝑆 (supplier), 𝑁 (nation), 𝑅 (region), and write 𝑜𝑘 ,
𝑐𝑘 , 𝑠𝑘 , 𝑛𝑘 , 𝑟𝑘 for orderkey, custkey, suppkey, nationkey,
regionkey. Q5 is a 6-way join whose join graph contains a 4-way
cycle among 𝐶, 𝑂 , 𝐿, and 𝑆: they are connected through both the
transactional path (𝑂.𝑐𝑘=𝐶.𝑐𝑘 , 𝐿.𝑜𝑘=𝑂.𝑜𝑘 , 𝐿.𝑠𝑘=𝑆.𝑠𝑘) and the shared
nationality constraint (𝐶.𝑛𝑘=𝑆.𝑛𝑘). The remaining tables 𝑁 and 𝑅
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join acyclically via 𝑛𝑘 and 𝑟𝑘 and thus do not require materialization
into bags. We break the cycle by grouping the four cyclic relations
into two bags:

• Bag 1 {𝑂,𝐶}: materialize 𝑂 ⊲⊳ 𝐶 with the date filter, producing
tuples (𝑜𝑘,𝑛𝑘).
• Bag 2 {𝐿,𝑆}: materialize 𝐿 ⊲⊳𝑆 , producing tuples (𝑜𝑘,𝑛𝑘,price,disc).
The inter-cluster join tree has four nodes—Bag 1, Bag 2, 𝑁 , 𝑅: Bag 2
joins Bag 1 on (𝑜𝑘,𝑛𝑘), Bag 2 joins 𝑁 on 𝑛𝑘, and 𝑁 joins 𝑅 on 𝑟𝑘.
This tree is acyclic, so the One-Pass OBJ verifies all inter-cluster
joins. Only the two bags require intra-cluster materialization; their
capacities are set to their worst-case bounds under full obliviousness
or, in the optional VPJoin+DP mode, to DP-guided noisy bounds
(Section H.2).

GQ3 (3-way cycle / triangle). GQ3 counts triangles 𝐴→ 𝐵 →
𝐶→𝐴 with 𝐴 < 𝐵 <𝐶 over the Edge(𝑠𝑟𝑐,𝑑𝑠𝑡) relation, using three
self-join instances 𝑟1,𝑟2,𝑟3. The cycle arises from the closing edge
𝑟3 .𝑑𝑠𝑡 =𝑟1 .𝑠𝑟𝑐. We decompose via the separator (𝐴,𝐶):
• Bag 1 {𝑟1,𝑟2}: materialize the 2-hop path𝐴→𝐵→𝐶 (wedges).
• Bag 2 {𝑟3}: the closing edge𝐶→𝐴.

The separator variables are (𝐴,𝐶). Bag 2 sends a message to Bag 1: for
each distinct (𝐴,𝐶) key, the count of closing edges𝐶→𝐴. The final
answer aggregates over Bag 1, weighting each wedge by the Bag 2
count and enforcing𝐴<𝐵<𝐶.

GQ4 (4-way cycle). GQ4 counts 4-cycles𝐴→𝐵→𝐶→𝐷→𝐴

with 𝐴 < 𝐵 < 𝐶 < 𝐷 over the Edge(𝑠𝑟𝑐,𝑑𝑠𝑡) relation, using four
self-join instances 𝑟1,𝑟2,𝑟3,𝑟4. The cycle arises from 𝑟4 .𝑑𝑠𝑡 =𝑟1 .𝑠𝑟𝑐. We
decompose via a diagonal cut on (𝐴,𝐶):
• Bag 1 {𝑟1,𝑟2}: materialize the path𝐴→𝐵→𝐶.
• Bag 2 {𝑟3,𝑟4}: materialize the path𝐶→𝐷→𝐴.

The separator variables are (𝐴,𝐶). Bag 2 sends a message to Bag 1: for
each (𝐴,𝐶) key, the count of paths𝐶→𝐷→𝐴 satisfying𝐶 <𝐷. The
final answer aggregates over Bag 1, weighting each path𝐴→𝐵→𝐶

by the Bag 2 count and enforcing𝐴<𝐵<𝐶.

J Estimation Details for PoneglyphDB
This appendix details the estimation methodology of Section 8.1: how
the padded gate-row count 𝑁 is derived, how the anchors are imple-
mented and measured, and why the resulting estimate is conservative.

Padded gate rows. PoneglyphDB evaluates a 𝑘-way join 𝑅1 ⊲⊳

··· ⊲⊳ 𝑅𝑘 as a chain of binary joins that materializes every interme-
diate: 𝑃2 =𝑅1 ⊲⊳ 𝑅2 and 𝑃𝑡 =𝑃𝑡−1 ⊲⊳ 𝑅𝑡 . Each level occupies its own
columns of one circuit, so the gate-row count 𝑁 is the height of the
tallest level, dominated by the last intermediate’s capacity. Once no
schema constraint is assumed (Section 8.1), the only capacity the pub-
lic information implies for 𝑃𝑡 is the product

∏︁
𝑠≤𝑡 |𝑅𝑠 | of the public

cardinalities of the relations already joined. These cardinalities are
used as they actually are, one per relation, and are not replaced by
a common bound: a query over small dimension tables is therefore
charged far less than its relation count alone would suggest. Tighter
capacities would require the schema assumptions our evaluation ex-
cludes; the qualitative conclusion is insensitive to this choice, since
the padded circuits remain far beyond executable size either way.

Writing Π𝑄 for the capacity that full obliviousness forces on that
tallest level, i.e. the product of the public sizes of the relations com-
bined into it, the padded domain is𝐺𝐶 =2⌈log2Π𝑄 ⌉ , the smallest power
of two holding that level, and the estimate charges the anchor’s mea-
sured per-domain-row rate for every row of it:𝑇est=𝑇0 ·𝐺𝐶/𝐺𝐶,0, with
𝐺𝐶,0 the anchor’s own domain. Only the anchor’s measured time, its
domain, and the public relation sizes enter, so every reported Poneg-
lyphDB estimate can be recomputed from Table 1 and the sizes stated
below.

Which relations are combined into the tallest level is fixed by the
plan each query is evaluated under, and both systems are charged
the same plan. The tallest level is the final one, 𝑃𝑘 : the chain mate-
rializes the join output before the aggregation operator consumes it,
and only the aggregate is revealed, so under full obliviousness the
output level is padded to its capacity like every other. For the scalar
graph counts that level’s true cardinality happens to equal the revealed
answer, so a baseline that sized this one level by the disclosed result
would fall back to the previous level’s capacity; we charge the plan
as published, with result-independent capacities, which is also the
convention PoneglyphDB’s own reported estimates follow. For TPC-
H at the 60K scale the fact table lineitem (60,175 rows) is joined
last; every level below the final one then excludes it, so this is the
cheapest plan for the baseline, while the final level’s capacity is the
same under every order. The full products give Π𝑄 =1.35×1012 for
Q3 and Q18, 1.69×1016 for Q5, 3.61×1019 for Q9 and 2.71×1023 for
Q8, i.e. exponents ⌈log2Π𝑄 ⌉ of 41, 54, 65 and 78. In the graph queries
every relation is a copy of Edgewith𝑚 rows, so a 𝑘-way query gives
Π𝑄 =𝑚𝑘 . The 3-way queries GQ1 and GQ3 therefore give𝑚3, an
exponent of 45 on LastFM and 50 on Facebook and Wikipedia, while
the 4-way queries GQ2 and GQ4 give𝑚4, exponents of 60, 66 and 67.
Arity raises the padding factor because the baseline feeds each binary
join into the next, so one more relation multiplies the tallest level by
another𝑚; how VPJoin avoids that compounding is described next.

Anchors. The TPC-H anchors run the released PoneglyphDB ar-
tifact, unpadded, on the same server and build profile as every other
measurement. Their domain is𝐺𝐶,0 =216, the degree every TPC-H
circuit uses at the 60K scale, where lineitem holds 60,175 rows.
For the graph queries that artifact provides no circuits, and we do
not reimplement PoneglyphDB’s execution strategy. The anchor is
instead VPJoin’s own circuit for the query, run with the true join and
intermediate sizes revealed in place of the padded capacities that full
obliviousness requires; this is the same construction the Revealing
Join Size configuration uses, so it is a real proof of the query as spec-
ified rather than a cost stub. What the anchor supplies is therefore a
measured wall-clock time for a PLONKish circuit of known domain
size on the target server and build profile, and the estimate scales
that time to the padded PoneglyphDB domain. The step assumes that
per-row proving cost is comparable between the two circuits; it is not
an assumption that they share a gate structure, which for the graph
queries they do not. Each graph anchor is one dense run per query,
serving all three datasets, since the constraint system depends only on
the query shape and the dataset only sets the row count: GQ1 and GQ2
prove the first 65,520 edges of Wikipedia in a 216 domain (99.98% full),
and GQ3 and GQ4 prove the first 21,403 edges of LastFM, whose true
wedge of 131,001 rows fills a 217 domain to 99.95%, with capacities set
to the true sizes. Filling the domain is what makes the rate transferable:
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Table 1: Anchor executions underlying the estimates. Left:
measured proving time of the PoneglyphDB artifact (TPC-H
at the 60K scale). Right: measured wall-clock time of VPJoin’s
dense graph anchors, including key generation; one anchor per
query serves all three datasets.

Query 𝑇0 (s) 𝐺𝐶,0

Q3 111 216
Q5 127 216
Q8 168 216
Q9 157 216
Q18 105 216

Query 𝑇0 (s) 𝐺𝐶,0

GQ1 70 216
GQ2 98 216
GQ3 125 217
GQ4 164 217

rows the layout never assigns are skipped by the commitment MSM,
so a sparse anchor under-measures the per-row rate a fully padded cir-
cuit pays.𝑇0 is the anchor’s wall-clock time including key generation,
whose commitment work also tracks the assigned rows and therefore
scales with a padded domain. On LastFM the closing edge of the
cyclic patterns never occurs, so the GQ3 and GQ4 anchors prove the
count 0; the wedge, every lookup and every permutation still carry real
data on all rows, and the two all-zero accumulator columns bound the
distortion to a few percent. The per-domain-row rates are 1.07, 1.49,
0.95 and 1.25ms for GQ1–GQ4; for comparison, the artifact’s own
TPC-H anchors run at 1.6 to 2.6ms per domain row, so transferring
VPJoin’s rate to the padded baseline under-charges it. Every anchor
proof is verified, and𝐺𝐶,0,𝑇0, both capacity bounds, and the resulting
estimates are recorded for every anchor. Table 1 reports the measured
wall-clock time of every anchor. Each estimate is the anchor’s per-
domain-row rate times the padded domain,𝑇0 ·𝐺𝐶/𝐺𝐶,0, as derived
above. The same rate construction, from the same anchors, yields the
fully oblivious VPJoin times for GQ3 and GQ4, with𝐺𝐶 set by TDJ’s
worst-case intra-cluster capacities over the decompositions of Appen-
dix I.2 in place of PoneglyphDB’s padded products, derived below.

Padded domains for the fully oblivious VPJoin estimates. The
same two steps give VPJoin’s own fully oblivious times for the cyclic
graph queries, with TDJ’s capacities in place of PoneglyphDB’s
padded products. TDJ pads only the intra-cluster materializations,
never the inter-cluster joins, which OBJ verifies without materializing
them: GQ3 is evaluated over a single bag and GQ4 over two bags
sharing one materialization read in two roles, so a bag is bounded
on its own instead of feeding the next binary join, and the capacity
does not grow with arity the way the baseline’s does. Each bag is the
wedge of two Edge relations joined on the middle vertex, and over
all𝑚-edge graphs that wedge is largest for a star, at ⌊𝑚/2⌋ · ⌈𝑚/2⌉,
so the capacity is a function of the public edge count alone and rests
on exactly the information the baseline’s bounds use; a declared pub-
lic degree bound would tighten it, but we assume none, matching
the no-schema-constraint setting. The resulting proving domains are
𝐺𝐶 = 228 on LastFM, 231 on Facebook and 232 on Wikipedia, and
𝑇est=𝑇0 ·𝐺𝐶/𝐺𝐶,0 from the same per-query anchors of Table 1 gives
the times reported in Section 8.2. The acyclic GQ1 and GQ2 pad
nothing at all, so their circuits hold the committed edge rows and their
times are measured rather than scaled.

Conservativeness of the estimate. Padding does not change what
a row costs the prover: polynomial commitments, lookup grand prod-
ucts, and quotient evaluations process every domain row identically
whether it holds a live tuple or a padding dummy, which is exactly what
obliviousness requires. The anchor’s per-domain-row rate therefore
transfers to the padded circuit unchanged, giving𝑇est =𝑇0 ·𝐺𝐶/𝐺𝐶,0.
An obliviousness dummy carries field values like any live tuple, which
is what distinguishes it from a row the layout never assigns; the latter
is identically zero and is skipped by the commitment MSM.

The two asymptotic deviations from linearity run in opposite direc-
tions and are of the same logarithmic order: the𝑂 (𝑁 log𝑁 ) FFT factor
raises the cost, while the MSM term lowers it, since Pippenger’s win-
dow widens with the input length and the cost per point falls with it. At
directly measurable ratios they cancel: the same GQ3 anchor circuit
proved over a 32× larger domain, 217 to 222, costs a measured 27.6×
in proving time. Over the far larger ratios the estimates use, the FFT
factor accumulates and the omission reaches a factor of roughly 1.5
to 2.5 at the largest exponents. Key generation sits inside the graph an-
chors’𝑇0, and its commitment work tracks the assigned rows, so on a
fully padded domain it scales like the rest; the TPC-H artifact anchors
report proving time only, which understates the baseline there further.
What the linear model omits unambiguously in PoneglyphDB’s favor
is memory, since the padded circuits’ polynomials exceed the server’s
capacity by orders of magnitude, so a faithful execution would ad-
ditionally pay paging or distribution costs. The reported estimates
therefore under-state the cost of the padded circuits.

K Cost
of Binding Proofs to the Database Commitment

Our implementation inherits a further simplification of the Poneg-
lyphDB harness (Section 8.1): it benchmarks the query-verification
circuits with a trivial public input and does not bind the published
𝐶𝑜𝑚𝑚𝑖𝑡 (𝐷) (Appendix A) to each proof, since Halo2’s internal com-
mitments already provide within-proof binding. We therefore imple-
ment this binding inside each query circuit: the check is inlined and
copy-constrained to the circuit’s own witness cells, so a query and its
binding form one proof, and its extra cost is the difference between
that proof and the plain one, plus the column openings. At Setup, and
before any query is issued, every attribute column the workload reads
is committed separately under its own random blinder, over the small-
est evaluation domain that covers the database (𝑘=16 for TPC-H, the
same domain the query circuits already use; 215 for the LastFM edge
columns and 217 for Facebook and Wikipedia). The layer thus reuses a
prefix of the circuits’ existing parameters and needs no separate setup.
That publication is𝐶𝑜𝑚𝑚𝑖𝑡 (𝐷), and it is made once: the points and
the blinders are fixed there, and a query opens the columns it reads
out of them rather than committing again. This is what makes the
binding hold across queries, since two queries reading a column open
the same published commitment; committing per query under a fresh
blinder would leave each proof bound only to a commitment created
for it, and nothing would tie two answers to one database.

Binding a proof to 𝐶𝑜𝑚𝑚𝑖𝑡 (𝐷) is a random-point consistency
check, applied to exactly the columns that query’s circuit witnesses (8–
19 columns for TPC-H; the two Edge columns for the graph queries),
in that circuit’s own degree. A challenge 𝑥 is derived by Fiat–Shamir
from the whole publication, the indices of the columns the query
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Figure 9: Scaling only lineitem (solid) against scaling every table proportionally (hatched), at equal lineitem size. The two bars
of each pair coincide, so the dimension tables add no measurable cost.
opens, and the identity of the query; the prover opens each of those
columns at 𝑥 , while the circuit evaluates its own witness column at
𝑥 by a Horner accumulation and exposes the value as a public output,
copy-constrained cell by cell to the column the query’s own gates
read. Absorbing the whole publication, rather than only the columns
read, is what prevents a challenge from being carried over to a second
publication of the database. In our implementation the query and its
binding form one proof, so there is no separate query proof for 𝑥 to
absorb: 𝑥 is fixed by the publication, which is binding before any
challenge exists, and the openings tie the checked values to it. What
the random-point argument rests on is a witness fixed before 𝑥 , since a
challenge known in advance is one against which a prover may choose
a witness𝑊 ≠𝐷 with𝑊 (𝑥)=𝐷 (𝑥); Halo2 fixes a proof’s public in-
puts before its witness commitments, so a single proof cannot derive
𝑥 after committing its own witness, and the layer therefore assumes
the witness columns are fixed with the publication. This is the setting
of the threat model, a prover that commits its database once at Setup
and answers queries against it. Under that assumption, two distinct
columns agree at 𝑥 with probability at most deg/|F|, so matching val-
ues certify that the witness columns equal the committed data, which
is the in-circuit consistency step that discharges Threat (i). The extra
cost per proof is therefore the in-circuit check, the column openings,
and their verification, on top of the one-time Setup that publishes
𝐶𝑜𝑚𝑚𝑖𝑡 (𝐷). That publication is 32 bytes per column of𝐷; for TPC-H
the five queries witness 69 columns between them but only 34 distinct
ones, so the publication is 1088 bytes and costs a measured 0.159 s.
The 35 shared readings are exactly where the cross-query binding
bites: each is one published point that every query reading it opens.

Table 2 reports the total extra cost per proof: 5.9–16.7 s for the
TPC-H queries and 0.9–86.5 s for the graph queries, which is 11–15%
of the corresponding proving times for TPC-H and 2–4% for the graph
queries. The openings and their verification are measured on every
row; the in-circuit component is measured as the difference between
the combined and the plain proof where that difference resolves above
the machine’s run-to-run variation. The variation across the TPC-H
queries follows the number of bound columns, from 8 for Q18 to 19
for Q8, with Q5 largest because its DP-padded circuit proves over
a doubled domain. The graph queries all bind the same two Edge
columns, so the cost is set by the proving domain rather than the query
shape: GQ1 and GQ2 agree on every dataset, and GQ3 and GQ4 pay
proportionally more over their DP-padded domains. Across datasets

Table 2: Total extra cost per proof (seconds) of binding the query
circuits to the published column commitments Commit(𝐷) (TPC-
H at the 60K scale): the in-circuit check plus the column openings.

Query Extra (s)

Q3 7.56
Q5 16.73
Q8 13.79
Q9 10.91
Q18 5.86

Query LastFM Facebook Wiki

GQ1 0.94 3.74 3.80
GQ2 0.95 3.68 3.80
GQ3 10.72 75.88 75.82
GQ4 10.92 86.50 83.76

the cost tracks the domain the edge columns force, which is also what
sizes the openings.

L Scaling All Tables Proportionally
Figure 4 scales onlylineitem, leaving the dimension tables at their
base sizes. To isolate the effect of the dimension tables, we generated
a second family of datasets in which every table grows with the scale,
and compared the two families back to back.

Datasets. Both families are produced by the official TPC-Hdbgen
toolkit. The all-tables family uses scale factors 0.01, 0.02 and 0.04,
so orders, customer, part, partsupp and supplier grow
by the same 2× and 4× factors as lineitem (60,175, 120,515 and
240,292 rows); nation and region are the fixed TPC-H catalogs
and stay at 25 and 5 rows. The lineitem-only family holds every
dimension table at the base scale factor and grows lineitem alone
to the same three sizes. Both families satisfy referential integrity at
every scale, so no join loses tuples to dangling keys.

Result. Scaling the dimension tables leaves the cost essentially un-
changed. Table 3 reports the measured ratio between the two families:
it lies in [0.99,1.03] across all five queries and all three scales, even
though the all-tables datasets carry up to 79,800 additional dimension
rows at the 240K scale. Several of the ratios fall at or below 1 in the
unrounded measurements, so what remains is run-to-run variation
rather than a systematic cost. Figure 9 plots the two families together:
the bars of each pair coincide.

This does not contradict the𝑂 (IN +OUT ) cost of Appendix G.6.
The per-table checks, semijoin and membership, sortedness and range,
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Table 3: Measured ratio of proving time when all tables are
scaled to proving time when only lineitem is scaled, at equal
lineitem size. A ratio of 1 means the dimension tables cost
nothing.

Query 60K 120K 240K

Q3 1.00 1.01 1.01
Q5 1.00 1.00 1.01
Q8 1.01 1.02 1.03
Q9 1.00 1.01 1.00
Q18 0.99 1.00 1.00

and the tuple-encoding lookups, are each linear in their own table’s
row count, so the constraint count does grow when every table is
enlarged. What the prover is charged for, however, is not the number
of rows a table occupies but the padded power-of-two domain over
which Halo2 commits to and evaluates every column, since proving
time is near-linear in the domain size (Appendix A). VPJoin assigns
each relation its own group of advice columns, so the height of that
domain is the largest single section rather than the sum of the inputs.
At every TPC-H scale factor the largest section is lineitem itself,
which is why the degree is identical in the two families, 𝑘=16, 17 and
18 at the three scales. The additional dimension rows land in rows
that lineitem has already forced the circuit to allocate, and so cost
nothing.

The same model accounts for the growth across scales, where each
doubling of lineitem doubles the domain and hence the time, and
it also delimits the claim. The dimension tables are free only while
they remain below the fact table. If a dimension table grew to rival
lineitem, or if proportional scaling pushed the largest section past
the next power of two, the domain would double and the cost would
step up with it; the 𝑘 =16→ 17→ 18 progression measured here is
exactly such a sequence of steps, driven by lineitem.

M Detailed
Privacy Budget Sensitivity for Graph Queries

This section provides a detailed, per-dataset analysis of the privacy
budget sensitivity for the cyclic graph queries GQ3 and GQ4, com-
plementing the summary presented in Section 8.4. For each query,
Figures 10 and 11 plot the proving time of three configurations—
Revealing Join Size (blue, dashed), VPJoin + DP (orange, solid), and
VPJoin with full obliviousness (green, dashed)—as a function of 𝜖
on the LastFM, Facebook, and Wikipedia Vote datasets. Note that the
y-axes use a broken scale: the upper portion shows the (estimated)
VPJoin proving time and the lower portion shows the VPJoin + DP
and Revealing Join Size proving times.

GQ3 (3-way cycle). Figure 10 reports the 𝜖-sensitivity for GQ3.
On LastFM (27,806 edges), the VPJoin + DP proving time decreases
from approximately 421 s at 𝜖 =0.01 to 250 s at 𝜖 ≥ 2, converging to
the Revealing Join Size baseline of roughly 250 s. The fully oblivious
VPJoin time is estimated at approximately 2.6×105 s, which is en-
tirely infeasible in practice. On Facebook (88,234 edges), the DP curve
ranges from approximately 4,680 s (𝜖 =0.01) down to 3,190 s (𝜖 ≥2),
against a Revealing Join Size baseline of roughly 3,190 s and a VPJoin

estimate of 2.0×106 s. On Wikipedia (103,689 edges), the DP curve
ranges from approximately 6,120 s (𝜖 =0.01) to 4,360 s (𝜖 ≥ 2), with
the baseline at roughly 4,360 s and the VPJoin estimate at 4.1×106 s.

Across all three datasets, the DP overhead at the default 𝜖 = 0.1
is modest: roughly 8% above the Revealing Join Size baseline on
LastFM, 3% on Facebook, and 1% on Wikipedia. This overhead arises
from the additional padding rows introduced by the Laplace noise,
which translate directly into extra circuit constraints. As 𝜖 increases
beyond 1, the noise magnitude becomes negligible relative to the
true intermediate cardinalities, and the DP curve converges to the
no-privacy baseline.

GQ4 (4-way cycle). Figure 11 reports the analogous results for
GQ4. On LastFM, the DP curve decreases from approximately 1,275 s
(𝜖=0.01) to 342 s (𝜖≥2), converging to the Revealing Join Size base-
line of roughly 342 s. The VPJoin estimate is approximately 3.4×105 s.
On Facebook, the range is approximately 7,480 s (𝜖=0.01) to 3,410 s
(𝜖 ≥ 2), with a baseline of roughly 3,410 s and a VPJoin estimate of
2.7×106 s. On Wikipedia, the DP curve ranges from approximately
9,720 s (𝜖=0.01) to 4,820 s (𝜖≥2), against a baseline of roughly 4,820 s
and a VPJoin estimate of 5.4×106 s.

Compared to GQ3, the absolute proving times for GQ4 are higher
across all datasets, reflecting the additional cost of decomposing and
padding a 4-way cycle versus a 3-way cycle. However, the relative
DP overhead remains small: at 𝜖=0.1, the overhead is approximately
9% on LastFM, 3% on Facebook, and 4% on Wikipedia. The conver-
gence behavior is consistent with GQ3: moderate privacy budgets
(𝜖≥0.5) bring the DP-guided proving time within a few percent of the
no-privacy lower bound, while the fully oblivious alternative remains
about three orders of magnitude more expensive.
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Figure 10: Proving time of graph query𝐺𝑄3 for various 𝜖 values on 3 network datasets.

3.325
3.350
3.375

1e5 LastFM

0.010.02 0.050.1 0.2 0.5 1 2 5 10

400

600

800

1000

1200

Pr
ov

in
g 

tim
e 

(s
)

2.675

2.700
1e6 Facebook

0.010.02 0.050.1 0.2 0.5 1 2 5 10

4000

5000

6000

7000

5.35

5.40
1e6 Wikipedia

0.010.02 0.050.1 0.2 0.5 1 2 5 10

5000

6000

7000

8000

9000

10000

Revealing Join Size VPJoin + DP VPJoin

Figure 11: Proving time of graph query𝐺𝑄4 for various 𝜖 values on 3 network datasets.
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